
Architecture and Design for a Red Hat 
OpenShift Workload Domain

16 JUL 2020

VMware Validated Design 6.0.1
VMware Cloud Foundation 4.0.1



You can find the most up-to-date technical documentation on the VMware website at:

https://docs.vmware.com/

VMware, Inc.
3401 Hillview Ave.
Palo Alto, CA 94304
www.vmware.com

Copyright 
©

 2020 VMware, Inc. All rights reserved. Copyright and trademark information.

Architecture and Design for a Red Hat OpenShift Workload Domain

VMware, Inc. 2

https://docs.vmware.com/
http://pubs.vmware.com/copyright-trademark.html


Contents

About Architecture and Design for a Red Hat OpenShift Workload Domain 4

1 Architecture Overview for a Red Hat OpenShift Workload Domain 6

2 Detailed Design for a Red Hat OpenShift Workload Domain 9
Physical Infrastructure Design for a Red Hat OpenShift Workload Domain 9

Clusters and Racks for a Red Hat OpenShift Workload Domain 10

Virtual Infrastructure Design for a Red Hat OpenShift Workload Domain 11

ESXi Detailed Design for a Red Hat OpenShift Workload Domain 13

vCenter Server Design for a Red Hat OpenShift Workload Domain 23

vSphere Networking Design for a Red Hat OpenShift Workload Domain 41

Software-Defined Networking Design for a Red Hat OpenShift Workload Domain 52

Shared Storage Design for a Red Hat OpenShift Workload Domain 91

Red Hat OpenShift Detailed Design for a Red Hat OpenShift Workload Domain 108

VMware, Inc. 3



About Architecture and Design for a Red 
Hat OpenShift Workload Domain

The Architecture and Design for a Red Hat OpenShift Workload Domain document contains a 
validated design model for a workload domain that runs Red Hat OpenShift workloads in the 
Software-Defined Data Center (SDDC).

Chapter 1 Architecture Overview for a Red Hat OpenShift Workload Domain discusses the 
building blocks and the main principles of a workload domain. Chapter 2 Detailed Design for a 
Red Hat OpenShift Workload Domain provides the available design options according to the 
design objectives, and a set of design decisions to justify selecting the path for building each 
component.

Intended Audience

Architecture and Design for a Red Hat OpenShift Workload Domain document is intended for 
cloud architects who are familiar with and want to use VMware software to deploy and manage a 
workload domain that runs Red Hat OpenShift workloads in the SDDC and meets multiple 
requirements. The document provides guidance for capacity, scalability, backup and restore, and 
extensibility for disaster recovery support.

Required VMware Software

Architecture and Design for a Red Hat OpenShift Workload Domain is compliant and validated 
with certain product versions. See VMware Validated Design Release Notes.

Before You Apply This Guidance

If you plan to deploy an SDDC by following the prescriptive path of VMware Validated Design, to 
apply Architecture and Design for a Red Hat OpenShift Workload Domain, you must be 
acquainted with the following guidance:

n Introducing VMware Validated Design. See Guided Documentation Map of VMware Validated 
Design.

n Architecture and Design for the Management Domain.
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If you plan to deploy an SDDC by following the VMware Cloud Foundation documentation, you 
must be acquainted with the following guidance:

n Introducing VMware Cloud Foundation. See the VMware Cloud Foundation documentation 
page.

n Optionally, VMware Cloud Foundation Operations and Administration Guide.

n Architecture and Design for the Management Domain.

Architecture and Design for a Red Hat OpenShift Workload Domain
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Architecture Overview for a Red 
Hat OpenShift Workload Domain 1
By implementing this design for the SDDC, an IT organization can automate the provisioning of 
common, repeatable requests for IT services and respond to business needs with agility and 
predictability. This SDDC design provides an IT solution with features across many areas such as 
operations management, cloud management, business continuity, and security and compliance.

Figure 1-1. Architecture Overview of the SDDC Workload Domain
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Workload Domain

The workload domain forms an additional building block of the SDDC to the management domain 
and consists of components from the physical infrastructure, virtual infrastructure, and security 
and compliance layers. The virtual infrastructure layer controls the access to the underlying 
physical infrastructure layer, it controls and allocates resources to workloads running in the 
workload domain. The security and compliance layer provides role-based access controls and 
integration with the corporate identity provider.

Table 1-1. Initial Component Configuration of the Workload Domain 

Component Services

ESXi Virtual infrastructure for running the SDDC management 
components. See ESXi Detailed Design for a Red Hat 
OpenShift Workload Domain.

vCenter Server Central management and protection of the ESXi hosts and 
the management appliances running on the hosts. See 
vCenter Server Design for a Red Hat OpenShift Workload 
Domain.

NSX-T Logical switching, dynamic routing, and load balancing for 
the SDDC management components. See Software-
Defined Networking Design for a Red Hat OpenShift 
Workload Domain.

vSAN Primary software-defined storage for all SDDC 
management components. See Shared Storage Design for 
a Red Hat OpenShift Workload Domain.

Red Hat OpenShift Transforms vSphere to a platform for running container 
workloads.

See Red Hat OpenShift Detailed Design for a Red Hat 
OpenShift Workload Domain.

Logical Overview

The SDDC design for Red Hat OpenShift consists of a single availability zone within a single 
geographic region. This design has at least one management domain and one or more workload 
domains. Red Hat OpenShift clusters must exist within a single availability zone.

Architecture and Design for a Red Hat OpenShift Workload Domain
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Figure 1-2. SDDC Logical Design for a Red Hat OpenShift Workload Domain
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This design provides role-based access control through the integration of an identity and access 
management solution which integrates with Microsoft Active Directory.
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Detailed Design for a Red Hat 
OpenShift Workload Domain 2
The detailed design considers physical infrastructure, virtual infrastructure, operations 
management, and security and compliance design components. It includes numbered design 
decisions and the justification and implications of each decision.

This chapter includes the following topics:

n Physical Infrastructure Design for a Red Hat OpenShift Workload Domain

n Virtual Infrastructure Design for a Red Hat OpenShift Workload Domain

Physical Infrastructure Design for a Red Hat OpenShift 
Workload Domain

The physical infrastructure design includes design decisions for availability zones, regions, 
clusters, racks, and physical network connectivity.

Figure 2-1. Physical Infrastructure in the SDDC

Cloud 
Operations

Monitoring

Logging

Life Cycle
Management

Business
Continuity

Fault Tolerance 
and Disaster 

Recovery

Backup & 
Restore

Replication

Security and 
Compliance

Security Policies

Industry Regulations

Identity and Access 
Management

Cloud
Automation

Service Catalog

Self-Service Portal

Orchestration

Hypervisor

Pools of Resources

Virtualization Control

Virtual
Infrastructure

Compute

Storage

Network

Physical
Infrastructure

n Clusters and Racks for a Red Hat OpenShift Workload Domain
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Clusters and Racks for a Red Hat OpenShift Workload Domain

The SDDC functionality is distributed across multiple workload domains and clusters. A cluster 
can occupy one rack or multiple racks. The total number of racks for each cluster type depends 
on your scalability needs.

Table 2-1. Design Decisions on Clusters and Racks

Decision ID Design Decision Design Justification Design Implications

Use two separate power 
feeds for each rack.

Redundant power feeds 
increase availability by 
ensuring that failure of a 
power feed does not bring 
down all equipment in a 
rack.

Combined with redundant 
network connections to a 
rack and in a rack, 
redundant power feeds 
prevent a failure of the 
equipment in an entire rack.

All equipment used must 
support two separate power 
feeds. The equipment must 
keep running if one power 
feed fails.

If the equipment of an entire 
rack fails, the cause, such as 
flooding or an earthquake, 
also affects neighboring 
racks.

Clusters and Racks

Figure 2-2. SDDC Cluster Architecture
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Table 2-2. Design Decisions on Clusters and Racks for Single Availability Zone

Decision ID Design Decision Design Justification Design Implication

Mount the compute 
resources (minimum of 4 
ESXi hosts) for the shared 
edge and workload cluster 
together in a single rack.

Mounting the compute 
resources for the workload 
domain cluster together 
can ease physical data 
center design, deployment, 
and troubleshooting.

You only need to provide 
on-ramp and off-ramp 
connectivity to physical 
networks (for example, 
north-south Layer 3 routing 
for NSX -T) to a single rack.

NSX-T Edge resources 
require external 
connectivity to physical 
network devices. Placing 
NSX-T Edge resources in 
the same rack minimizes 
VLAN spread.

The data centers must have 
sufficient power and cooling 
to operate the server 
equipment according to the 
selected vendor and 
products.

Virtual Infrastructure Design for a Red Hat OpenShift 
Workload Domain

The virtual infrastructure design includes the components that make up the virtual infrastructure 
layer for providing software-defined storage, networking, and compute.

These components include the software products that provide the virtualization platform 
hypervisor, virtualization management, storage virtualization, and network virtualization. The 
VMware products in this layer are vSphere, vSAN, and NSX-T Data Center.

Architecture and Design for a Red Hat OpenShift Workload Domain
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Figure 2-3. Virtual Infrastructure in the SDDC
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For an overview of the setup of the virtual infrastructure layer in the workload domain, see 
Chapter 1 Architecture Overview for a Red Hat OpenShift Workload Domain.

n ESXi Detailed Design for a Red Hat OpenShift Workload Domain

The compute layer of the virtual infrastructure is implemented by ESXi, a bare-metal 
hypervisor that installs directly onto your physical server. With direct access and control of 
underlying resources, ESXi logically partitions hardware to consolidate applications and cut 
costs.

n vCenter Server Design for a Red Hat OpenShift Workload Domain

The vCenter Server design includes determining the number of vCenter Server instances in 
the workload domain, their size, networking configuration, cluster layout, redundancy, and 
security configuration.

n vSphere Networking Design for a Red Hat OpenShift Workload Domain

The network design prevents unauthorized access and provides timely access to business 
data. This design uses vSphere Distributed Switch and VMware NSX-T Data Center for 
virtual networking.

n Software-Defined Networking Design for a Red Hat OpenShift Workload Domain

In this design, you use NSX-T Data Center to provide network connectivity for tenant 
workloads by using virtual network segments and routing.

n Shared Storage Design for a Red Hat OpenShift Workload Domain

n Red Hat OpenShift Detailed Design for a Red Hat OpenShift Workload Domain

Red Hat OpenShift Container Platform (OCP) is an open source container application 
platform based on the Kubernetes container orchestrator for enterprise application 
development and deployment. This document provides guidance on a design of a single Red 
Hat OpenShift cluster within the SFO region.

Architecture and Design for a Red Hat OpenShift Workload Domain
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ESXi Detailed Design for a Red Hat OpenShift Workload Domain

The compute layer of the virtual infrastructure is implemented by ESXi, a bare-metal hypervisor 
that installs directly onto your physical server. With direct access and control of underlying 
resources, ESXi logically partitions hardware to consolidate applications and cut costs.

n Logical Design for ESXi for a Red Hat OpenShift Workload Domain

The logical design provides a high-level overview of the design for ESXi.

n Deployment Specification for ESXi for a Red Hat OpenShift Workload Domain

You determine the size of the compute resources, start-up configuration, and patching and 
upgrade support for the ESXi hosts for the workload domain according to the design 
objectives and aggregated requirements of the components of the SDDC.

n Network Design for ESXi for a Red Hat OpenShift Workload Domain

In the network design for the ESXi hosts in a workload domain, you place the hosts on a 
VLAN for traffic segmentation and decide on the IP addressing scheme and name resolution 
for optimal support for tenant workloads and maintenance of the hosts.

n Information Security and Access Design for ESXi for a Red Hat OpenShift Workload Domain

You design authentication access, controls, and certificate management for ESXi according 
to industry standards and the requirements of your organization.

Logical Design for ESXi for a Red Hat OpenShift Workload Domain

The logical design provides a high-level overview of the design for ESXi.

To provide the foundational component of the virtual infrastructure each ESXi host consists of 
the following elements:

n Out of band management interface

n Network interfaces

n Storage devices

Architecture and Design for a Red Hat OpenShift Workload Domain
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Figure 2-4. ESXi Logical Design
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Deployment Specification for ESXi for a Red Hat OpenShift Workload Domain

You determine the size of the compute resources, start-up configuration, and patching and 
upgrade support for the ESXi hosts for the workload domain according to the design objectives 
and aggregated requirements of the components of the SDDC.

n Sizing Compute Resources for ESXi for a Red Hat OpenShift Workload Domain

The physical design consists of characteristics and decisions that support the hardware 
configuration required for ESXi hosts in the workload domain.

n Host Boot Device and Scratch Partition Design for ESXi for a Red Hat OpenShift Workload 
Domain

Determining the boot device type and size for each ESXi host in the workload domain is 
important for the creation of system storage volumes. You also plan the location of the 
scratch partition according to the selected boot device type so that system log information 
is available even if a storage failure occurs.

n Virtual Machine Swap Design for ESXi for a Red Hat OpenShift Workload Domain

When you decide on the placement of the VMkernel swap file of the virtual machines 
running in a virtual infrastructure workload domain, consider the configuration efforts and 
traffic related to transferring virtual machine system data across the data center.

Architecture and Design for a Red Hat OpenShift Workload Domain
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n Lifecycle Management Design for ESXi for a Red Hat OpenShift Workload Domain

When you decide on a life cycle management approach for the ESXi software, you consider 
the effort and time required for preparing the environment and performing the patch, 
upgrade, or update operation.

Sizing Compute Resources for ESXi for a Red Hat OpenShift Workload Domain

The physical design consists of characteristics and decisions that support the hardware 
configuration required for ESXi hosts in the workload domain.

ESXi Server Hardware

The configuration and assembly process for each physical server designated to run ESXi should 
be standardized, with all components installed in a consistent manner. Standardization of the 
physical configuration of ESXi hosts removes variability, resulting in infrastructure that is more 
easily managed and supported. ESXi hosts should be deployed with identical configuration 
across all cluster members, including storage and networking configurations. For example, 
consistent PCIe card installation, especially for network controllers, is essential for accurate 
alignment of physical to virtual I/O resources. You ensure an even distribution of resources 
available to virtual machines across ESXi hosts in a cluster by standardizing components within 
each physical server.

This design uses vSAN ReadyNodes as the fundamental building block for the primary storage 
system in the workload domain. Select all ESXi host hardware, including CPUs, according to 
VMware Compatibility Guide and aligned to the ESXi version specified by this design. The sizing 
of physical servers that run ESXi requires special considerations when you use vSAN storage. For 
information about the models of physical servers that are vSAN-ready, see vSAN Compatibility 
Guide for vSAN ReadyNodes. If you are not using vSAN ReadyNodes, your CPU must be listed 
on the VMware Compatibility Guide under CPU Series aligned to the ESXi version specified by 
this design.

Table 2-3. Design Decisions on Server Hardware for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-001

Use vSAN ReadyNodes 
with vSAN storage for each 
ESXi host in the shared 
edge and workload cluster.

Your SDDC is fully 
compatible with vSAN at 
deployment.

Hardware choices might be 
limited.

SDDC-RHOSWLD-VI-
ESXi-002

Ensure that all nodes have 
uniform configuration for 
the shared edge and 
workload cluster.

A balanced cluster has 
these advantages:

n Predictable 
performance even 
during hardware 
failures

n Minimal impact of 
resync or rebuild 
operations on 
performance

You must apply vendor 
sourcing, budgeting, and 
procurement considerations 
for uniform server nodes, on 
a per cluster basis.

Architecture and Design for a Red Hat OpenShift Workload Domain
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ESXi Host Memory

When sizing memory for the ESXi hosts in the workload domain, consider certain requirements.

n Requirements for the workloads that are running in the cluster

When sizing memory for the hosts in a cluster, to reserve the resources of one host for 
failover or maintenance, set the admission control setting to n+1, which reserves the 
resources of one host for failover or maintenance.

n Number of vSAN disk groups and disks on an ESXi host

To support the maximum number of disk groups, you must provide 32 GB of RAM. For more 
information about disk groups, including design and sizing guidance, see Administering 
VMware vSAN from the vSphere documentation.

Table 2-4. Design Decisions on Host Memory for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-003

Install each ESXi host in the 
shared edge and workload 
cluster with a minimum of 
256 GB RAM.

The medium-sized NSX-T 
Edge appliances in this 
vSphere Cluster require a 
total of 64 GB RAM.

The remaining RAM is 
available for tenant 
workloads.

In a four-node cluster, only 
768 GB is available for use 
due to the n+1 vSphere HA 
setting.

Host Boot Device and Scratch Partition Design for ESXi for a Red Hat OpenShift Workload 
Domain

Determining the boot device type and size for each ESXi host in the workload domain is 
important for the creation of system storage volumes. You also plan the location of the scratch 
partition according to the selected boot device type so that system log information is available 
even if a storage failure occurs.

ESXi requires a boot disk of at least 8 GB for USB or SD devices, and 32 GB for other device 
types such as HDD, SSD, or NVMe. A boot device must not be shared between ESXi hosts.

ESXi can boot from a disk larger than 2 TB if the system firmware and the firmware on any add-in 
card support it. See vendor documentation.

The ESXi system storage volumes occupy up to 128 GB of disk space. A local VMFS datastore is 
only created on the boot device if it is sufficiently larger than 128 GB in size. If a local disk cannot 
be found, ESXi operates in a mode with limitations, where certain functionality is disabled, and 
the scratch partition is on the RAM disk of the ESXi host, linked to the /tmp folder. You can 
reconfigure /scratch to use a separate disk or LUN. For best performance and memory 
optimization, do not leave ESXi running in a mode with limitations.

An ESXi installation process on a USB or SD device does not configure a default scratch partition 
on the local disk. Place the scratch partition on a shared datastore and configure remote syslog 
logging for the ESXi host.

Architecture and Design for a Red Hat OpenShift Workload Domain
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Table 2-5. Design Decisions for Host Boot Device and Scratch Partition of ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-004

Install and configure all 
ESXi hosts in the shared 
edge and workload cluster 
to boot using a device of 
32 GB or greater.

Provides hosts with large 
memory, that is, greater 
than 512 GB, with enough 
space for the core dump 
partition while using vSAN.

When you use SATA-DOM 
or SD devices, ESXi logs are 
not retained locally.

SDDC-RHOSWLD-VI-
ESXi-005

Use the default 
configuration for the 
scratch partition on all ESXi 
hosts in the shared edge 
and workload cluster

The ESXi hosts remain 
responsive and log 
information is still 
accessible if a failure in the 
vSAN cluster occurs.

Additional storage capacity 
on the primary datastore is 
required to store the system 
logs for ESXi and needs to 
be factored in when sizing 
storage.

Virtual Machine Swap Design for ESXi for a Red Hat OpenShift Workload Domain

When you decide on the placement of the VMkernel swap file of the virtual machines running in a 
virtual infrastructure workload domain, consider the configuration efforts and traffic related to 
transferring virtual machine system data across the data center.

When a virtual machine is powered on, the system creates a VMkernel swap file to serve as a 
backing store for the contents of the virtual machine's RAM. By default, the swap file is stored in 
the same location as the configuration file of the virtual machine. The co-location simplifies the 
configuration. However, it can lead to generating additional replication traffic that is not needed.

You can reduce the amount of traffic that is replicated by changing the swap file location on the 
ESXi host. However, the completion of vSphere vMotion operations might take longer when the 
swap file must be recreated because pages swapped to a local swap file on the source host must 
be transferred across the network to the destination host.

Table 2-6. Design Decisions for Virtual Machine Swap Configuration of ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-006

For tenant workloads 
running in the shared edge 
and workload cluster, save 
the virtual machine swap 
file at the default location.

Simplifies the configuration 
process.

Increases the amount of 
replication traffic for tenant 
workloads that are 
recovered as part of the 
disaster recovery process.

Lifecycle Management Design for ESXi for a Red Hat OpenShift Workload Domain

When you decide on a life cycle management approach for the ESXi software, you consider the 
effort and time required for preparing the environment and performing the patch, upgrade, or 
update operation.

Architecture and Design for a Red Hat OpenShift Workload Domain
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Life cycle management of ESXi is the process of performing patch updates or upgrades to the 
underlying ESXi operating system. In a typical ESXi environment, you perform life cycle 
management is by using vSphere Lifecycle Manager that is running in vCenter Server. When 
implementing a solution with VMware Cloud Foundation, you use SDDC Manager for life cycle 
management where additional components are included as part of the life cycle management 
process.

Table 2-7. Design Decisions for Lifecycle Management of ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-007

Use SDDC Manager to 
perform the life cycle 
management of ESXi hosts 
in the shared edge and 
workload cluster.

SDDC Manager has a 
greater awareness of the 
full SDDC solution and 
therefore handles the patch 
update or upgrade of the 
workload domain as a 
single process.

Directly performing life 
cycle management tasks 
on an ESXi host or through 
vCenter Server has the 
potential to cause issues 
within SDDC Manager.

The operations team must 
understand and be aware of 
the impact of performing a 
patch, upgrade, or upgrade 
by using SDDC Manager.

Network Design for ESXi for a Red Hat OpenShift Workload Domain

In the network design for the ESXi hosts in a workload domain, you place the hosts on a VLAN 
for traffic segmentation and decide on the IP addressing scheme and name resolution for optimal 
support for tenant workloads and maintenance of the hosts.

Network Segments

To perform system functions in a virtual infrastructure in addition to providing network 
connectivity to the virtual machines, the ESXi hosts in the workload domain are connected to 
several dedicated networks.

Management network

Carries traffic for management of the ESXi hosts and communication to and from vCenter 
Server. Also on this network, the hosts exchange heartbeat messages when vSphere HA is 
enabled.

vSphere vMotion network

Carries traffic for relocating virtual machines between ESXi hosts with zero downtime.

vSAN network

Carries the communication between ESXi hosts in the cluster to implement a vSAN-based 
shared storage.

Software-defined networks

Architecture and Design for a Red Hat OpenShift Workload Domain
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Carries the communication between ESXi hosts and components outside of the SDDC.

Table 2-8. Design Decisions on Network Segments for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-008

Place the ESXi hosts in the 
shared edge and workload 
cluster on the VLAN-
backed management 
network segment.

Reduces the number of 
VLANs needed as a single 
VLAN can be allocated for 
both the ESXi hosts and 
NSX-T Edge nodes in the 
shared edge and workload 
cluster.

Physical VLAN security 
separation between ESXi 
hosts and other 
management components is 
not adhered to.

IP Addressing

The IP addresses of the ESXi hosts can be assigned by using DHCP or statically. Assign static IP 
addresses and host names across all ESXi hosts in the workload domain.

Table 2-9. Design Decisions on IP Address Scheme for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-009

Allocate statically assigned 
IP addresses and host 
names across all ESXi hosts 
in the shared edge and 
workload cluster.

Ensures stability across the 
SDDC and makes it simpler 
to maintain and makes it 
easier to track.

Requires precise IP address 
management.

Name Resolution

The hostname of each ESXi host in the workload domain is allocated to a specific domain for 
name resolution.

n The IP address and host name of each ESXi host are associated with a fully qualified name 
ending with a region-specific suffix, such as, sfo.rainpole.io.

Table 2-10. Design Decisions on Name Resolution for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-010

Configure forward and 
reverse DNS records for 
each ESXi host in the 
shared edge and workload 
cluster, assigning the 
records to the child domain 
in each region.

All ESXi hosts are 
accessible by using a fully 
qualified domain name 
instead of by using IP 
addresses only.

You must provide DNS 
records for each ESXi host.
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Time Synchronization

Time synchronization provided by the Network Time Protocol (NTP) is important to ensure that 
all components in the SDDC are synchronized to the same time source. For example, if the clocks 
on the physical machines in your vSphere network are not synchronized, SSL certificates and 
SAML Tokens, which are time-sensitive, might not be recognized as valid in communications 
between network machines. Time inconsistencies in vSphere can cause first-boot to fail at 
different services depending on where in the environment time is not accurate and when the time 
is synchronized.

Table 2-11. Design Decisions on Time Synchronization for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-011

Configure time 
synchronization by using an 
internal NTP time source 
across all ESXi hosts in the 
shared edge and workload 
cluster.

Ensures consistent time 
across all devices in the 
environment, which can be 
critical for proper root 
cause analysis and auditing.

An operational NTP service 
must be available in the 
environment.

SDDC-RHOSWLD-VI-
ESXi-012

Set the NTP service policy 
to Start and stop with host 
across all ESXi hosts in the 
shared edge and workload 
cluster.

Ensures that the NTP 
service is available right 
after you restart an ESXi 
host.

None.

Information Security and Access Design for ESXi for a Red Hat OpenShift 
Workload Domain

You design authentication access, controls, and certificate management for ESXi according to 
industry standards and the requirements of your organization.

Host Access

After installation, you add ESXi hosts to a vCenter Server system for host management.

Direct access to the host console is still available and most commonly used for troubleshooting 
purposes. You can access ESXi hosts directly by using one of these four methods:

Method for ESXi Host Access Description

Direct Console User Interface (DCUI) Graphical interface on the console. Provides basic 
administrative controls and troubleshooting options.

ESXi Shell A Linux-style bash login to the ESXi console itself.

Secure Shell (SSH) Access Remote command-line console access.

VMware Host Client HTML5-based client that has a similar interface to the 
vSphere Client but for managing individual ESXi hosts only. 
You use the VMware Host Client for emergency 
management when vCenter Server is temporarily 
unavailable.
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You can enable or disable each method. By default, the ESXi Shell and SSH are disabled to 
protect the ESXi host. The Direct Console User Interface is disabled only if Strict Lockdown Mode 
is enabled.

Table 2-12. Design Decisions on Host Access for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-013

Configure the SSH service 
policy to Start and stop 
with host across all ESXi 
hosts in the shared edge 
and workload cluster.

Ensures that on an ESXi 
host reboot, the SSH 
service is started ensuring 
access from SDDC 
Manager is maintained.

Might be in direct conflict 
with your corporate security 
policy.

SDDC-RHOSWLD-VI-
ESXi-014

Configure the advanced 
setting 
UserVars.SuppressShellWarn

ing 1.

Ensures that only critical 
messages appear in the 
VMware Host Client and 
vSphere Client by 
suppressing the warning 
message about enabled 
local and remote shell 
access.

Might be in direct conflict 
with your corporate security 
policy.

User Access

By default, you can log in to an ESXi host only by using root account. To have more accounts 
that can access the ESXi hosts in the workload domain, you can add the hosts to an Active 
Directory domain. After the ESXi host has been added to an Active Directory domain, you can 
grant access by using Active Directory groups. Auditing logins to the ESXi hosts becomes easier 
too.
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Table 2-13. Design Decisions on User Access for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-015

Join each ESXi host in the 
domain to the Active 
Directory domain.

Using Active Directory 
membership provides 
greater flexibility in 
granting access to ESXi 
hosts. Ensuring that users 
log in with a unique user 
account provides greater 
visibility for auditing.

Adding ESXi hosts to the 
Active Directory domain can 
add some administrative 
overhead.

SDDC-RHOSWLD-VI-
ESXi-016

Change the default ESX 
Admins group to an Active 
Directory group ug-esxi-
admins.

Using an Active Directory 
group is more secure 
because it removes a 
known administrative 
access point.

Additional changes to the 
ESXi hosts advanced 
settings are required.

SDDC-RHOSWLD-VI-
ESXi-017

Add ESXi administrators to 
the ug-esxi-admins group 
in Active Directory 
following standard access 
procedures.

Adding ESXi administrator 
accounts to the Active 
Directory group provides 
these benefits.

n Direct control on the 
access to the ESXi 
hosts by using Active 
Directory group 
membership

n Separation of 
management tasks

n More visibility for 
access auditing

Administration of direct user 
access is controlled by using 
Active Directory.

Password Management and Account Lockout Behavior

ESXi enforces password requirements for access from the Direct Console User Interface, the ESXi 
Shell, SSH, or the VMware Host Client. By default, you have to include a mix of characters from 
four-character classes: Lowercase letters, uppercase letters, numbers, and special characters 
such as underscore or dash when you create a password. By default, required password length 
between 7 and 40 characters. Passwords cannot contain a dictionary word or part of a dictionary 
word.

Account locking is supported for access by using SSH and the vSphere Web Services SDK. The 
Direct Console Interface and the ESXi Shell do not support account lockout. By default, a 
maximum of five failed attempts is allowed before the account is locked. The account is unlocked 
after 15 minutes by default.

This design applies a password policy according to security best practices and standards.

Table 2-14. Example Password Policy Specification

Password Setting Value

Minimum Length 1

Maximum lifetime 60 days
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Table 2-14. Example Password Policy Specification (continued)

Password Setting Value

Remember old passwords 5

that is, remember that previous 5 passwords so they do 
not get reused.

Allow similar passwords Deny

Complexity At least 1 uppercase, 1 lowercase, 1 number, and 1 special 
character

Max failed login attempts 3

Time interval between failures 900 seconds

Unlock time 0

Table 2-15. Design Decisions on Passwords and Account Lockout Behavior for ESXi

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
ESXi-018

Configure a policy for ESXi 
host password and account 
lockout according to the 
security best practices or 
industry standards with 
which your organization 
maintains compliance.

Aligns with security best 
practices or industry 
standards with which your 
organization maintains 
compliance.

None.

vCenter Server Design for a Red Hat OpenShift Workload Domain

The vCenter Server design includes determining the number of vCenter Server instances in the 
workload domain, their size, networking configuration, cluster layout, redundancy, and security 
configuration.

By using vCenter Server, you manage your vSphere infrastructure from a centralized location. It 
acts as a central administration point for ESXi hosts and their respective virtual machines. 
Implemented within the same appliance is the Platform Services Controller which provides a set 
of infrastructure services including vCenter Single Sign-On, License service, Lookup Service, and 
VMware Certificate Authority (VMCA).

n Logical Design for vCenter Server for a Red Hat OpenShift Workload Domain

For the workload domain, you deploy a vCenter Server appliance that manages the ESXi 
hosts that run NSX-T Edge appliances and tenant workloads.

n Deployment Specification of vCenter Server for a Red Hat OpenShift Workload Domain

You determine the size of the compute resources, high availability implementation, and 
patching and upgrade support for the workload domain vCenter Server according to the 
design objectives and aggregated requirements of the SDDC.
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n Network Design for vCenter Server for a Red Hat OpenShift Workload Domain

In the network design for the workload domain vCenter Server, you place vCenter Server on 
a VLAN for traffic segmentation and decide on the IP addressing scheme and name 
resolution for optimal support for the SDDC management components, host management, 
and tenant workloads distribution.

n vSphere Cluster Design for a Red Hat OpenShift Workload Domain

The vSphere Cluster design must consider the characteristics of the workloads deployed in 
the workload domain.

n Information Security and Access Design for vCenter Server for a Red Hat OpenShift 
Workload Domain

You design authentication access, controls, and certificate management for the workload 
domain vCenter Server according to industry standards and the requirements of your 
organization.

Logical Design for vCenter Server for a Red Hat OpenShift Workload Domain

For the workload domain, you deploy a vCenter Server appliance that manages the ESXi hosts 
that run NSX-T Edge appliances and tenant workloads.

A vCenter Server deployment can consist of one or more vCenter Server instances running an 
embedded Platform Services Controller according to the scale, number of virtual machines, and 
availability requirements for your environment.

vCenter Server is deployed as a preconfigured virtual appliance that is running the VMware 
Photon™ operating system. vCenter Server is required for some advanced vSphere features, 
such as vSphere High Availability (vSphere HA), vSphere Fault Tolerance, vSphere Distributed 
Resource Scheduler (vSphere DRS), vSphere vMotion, and vSphere Storage vMotion.
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Figure 2-5. Logical Design of vCenter Server in the Workload Domain
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Deployment Specification of vCenter Server for a Red Hat OpenShift Workload 
Domain

You determine the size of the compute resources, high availability implementation, and patching 
and upgrade support for the workload domain vCenter Server according to the design objectives 
and aggregated requirements of the SDDC.

n Deployment Model for vCenter Server for a Red Hat OpenShift Workload Domain

You determine the number of and the amount of compute and storage resources for the 
vCenter Server instances for the workload domain according to the scale of the 
infrastructure needed and requirements for the number of tenant workloads.

n Enhanced Linked Mode Design for a Red Hat OpenShift Workload Domain

By using vCenter Enhanced Linked Mode, you can log in to all vCenter Server instances 
across the SDDC that are joined to the same vCenter Single Sign-on domain and access their 
inventories.
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n High Availability Design for vCenter Server for a Red Hat OpenShift Workload Domain

Protecting the vCenter Server system is important because it is the central point of 
management and monitoring for the SDDC. You protect vCenter Server according to the 
maximum downtime tolerated and whether fail-over automation is required.

n Life Cycle Management Design of vCenter Server for a Red Hat OpenShift Workload Domain

You decide on the life cycle management of the vCenter Server appliance according to 
amount of time and effort to perform a deployment, upgrade, or patch operation and to the 
impact such an operation has on the solutions that are connected to that vCenter Server.

Deployment Model for vCenter Server for a Red Hat OpenShift Workload Domain

You determine the number of and the amount of compute and storage resources for the vCenter 
Server instances for the workload domain according to the scale of the infrastructure needed 
and requirements for the number of tenant workloads.

Deployment Type

You allocate a vCenter Server instance for the workload domain in each region, using Enhanced 
Linked Mode to connect, view, and search across all linked vCenter Server systems in the SDDC.
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Table 2-16. Design Decisions on the Deployment Model for a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-001 n Isolates vCenter Server 
failures to management 
or tenant workloads.

n Isolates vCenter Server 
operations between 
management and 
tenants.

n Supports a scalable 
cluster design where 
you might reuse the 
management 
components as more 
tenant workloads are 
added to the SDDC.

n Simplifies capacity 
planning for tenant 
workloads because you 
do not consider 
management workloads 
for the Workload 
domain vCenter Server.

n Improves the ability to 
upgrade the vSphere 
environment and 
related components by 
providing for explicit 
separation of 
maintenance windows:

n Management 
workloads remain 
available while you 
are upgrading the 
tenant workloads

n Tenant workloads 
remain available 
while you are 
upgrading the 
management nodes

n Supports clear 
separation of roles and 
responsibilities to 
ensure that only 
administrators with 
proper authorization 
can attend to the 
management 
workloads.

n Facilitates quicker 
troubleshooting and 
problem resolution.

None
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Table 2-16. Design Decisions on the Deployment Model for a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

n Simplifies disaster 
recovery operations by 
supporting a clear 
demarcation between 
recovery of the 
management 
components and 
compute workloads.

n Provides isolation of 
potential network 
issues by introducing 
network separation of 
the clusters in the 
SDDC.

Sizing Compute and Storage Resources

When you deploy the vCenter Server appliance, you select to deploy an appliance that is suitable 
for the size of your environment. The option that you select determines the number of CPUs and 
the amount of memory for the appliance.

Table 2-17. Compute Resource Specifications of vCenter Server

vCenter Server Appliance 
Size Management Capacity Number of vCPUs Memory

X-Large environment Up to 2,000 hosts or 
35,000 virtual machines

24 56 GB

Large environment Up to 1,000 hosts or 
10,000 virtual machines

16 37 GB

Medium environment Up to 400 hosts or 4,000 
virtual machines

8 28 GB

Small environment Up to 100 hosts or 1,000 
virtual machines

4 19 GB

Tiny environment Up to 10 hosts or 100 
virtual machines

2 12 GB

When you deploy the vCenter Server appliance, the ESXi host or cluster on which you deploy the 
appliance must meet minimum storage requirements. You determine the required storage not 
only according to the size of the environment and the storage size, but also according to the disk 
provisioning mode.
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Table 2-18. Storage Resource Specifications of vCenter Server

Appliance Size
Management 
Capacity Default Storage Size Large Storage Size X-Large Storage Size

X-Large environment Up to 2,000 hosts or 
35,000 virtual 
machines

1805 GB 1905 GB 3665 GB

Large environment Up to 1,000 hosts or 
10,000 virtual 
machines

1065 GB 1765 GB 3525 GB

Medium environment Up to 400 hosts or 
4,000 virtual 
machines

700 GB 1700 GB 3460 GB

Small environment Up to 100 hosts or 
1,000 virtual 
machines

480 GB 1535 GB 3295 GB

Tiny environment Up to 10 hosts or 100 
virtual machines

415 GB 1490 GB 3245 GB

Table 2-19. Design Decisions on Sizing a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-002 Deploy an appliance for the 
workload domain vCenter 
Server of a medium 
deployment size or larger.

A vCenter Server appliance 
of a medium-deployment 
size is typically sufficient to 
manage tenant workloads 
that run in a workload 
domain.

If the size of the workload 
domain grows, you might 
have to increase the vCenter 
Server Appliance size.

SDDC-RHOSWLD-VI-VC-003 Deploy the workload 
domain vCenter Server with 
the default storage size.

The default storage 
capacity assigned to a 
medium-sized appliance is 
sufficient.

None.

Enhanced Linked Mode Design for a Red Hat OpenShift Workload Domain

By using vCenter Enhanced Linked Mode, you can log in to all vCenter Server instances across 
the SDDC that are joined to the same vCenter Single Sign-on domain and access their 
inventories.

You can join up to 15 vCenter Server virtual appliance deployments in a single vSphere Single 
Sign-On domain.
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Table 2-20. Design Decisions on vCenter Enhanced Linked Mode for the Workload Domain

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-004 Join all vCenter Server 
instances to a single 
vCenter Single Sign-On 
domain.

When all vCenter Server 
instances are joined in to a 
single vCenter Single Sign-
On domain, they can share 
authentication and license 
data across all components 
and regions.

Only one Single Sign-On 
domain exists.

SDDC-RHOSWLD-VI-VC-005 Create a ring topology for 
the Single Sign-On domain 
running in the vCenter 
Server instances.

By default, one vCenter 
Server instance replicates 
only with another vCenter 
Server instance. This setup 
creates a single point of 
failure for replication. A ring 
topology ensures that each 
vCenter Server instance 
has two replication 
partners and removes any 
single point of failure.

None

High Availability Design for vCenter Server for a Red Hat OpenShift Workload Domain

Protecting the vCenter Server system is important because it is the central point of management 
and monitoring for the SDDC. You protect vCenter Server according to the maximum downtime 
tolerated and whether fail-over automation is required.

You can use the following methods for protecting the vCenter Server Appliance:

Table 2-21. Methods for Protecting the vCenter Server Appliance

Redundancy Method Protects vCenter Server Appliance

Automated protection using vSphere HA Yes

Manual configuration and manual failover, for example, 
using a cold standby.

Yes

HA cluster with external load balancer Not Available

vCenter Server HA Yes

Table 2-22. Design Decisions on High Availability of a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-006 Protect the workload 
domain vCenter Server 
appliance by using vSphere 
HA.

Supports the availability 
objectives for vCenter 
Server appliances without 
requiring manual 
intervention if a failure 
occurs.

vCenter Server becomes 
unavailable during a vSphere 
HA failover.
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Life Cycle Management Design of vCenter Server for a Red Hat OpenShift Workload Domain

You decide on the life cycle management of the vCenter Server appliance according to amount 
of time and effort to perform a deployment, upgrade, or patch operation and to the impact such 
an operation has on the solutions that are connected to that vCenter Server.

Life cycle management of vCenter Server involves the process of performing patch updates or 
upgrades to the vCenter Server appliance. In a typical vSphere environment, life cycle 
management is performed by using vSphere Lifecycle Manager that is running in vCenter Server. 
When you implement a solution by using VMware Cloud Foundation, you use SDDC Manager for 
life cycle management where additional components are included as part of the life cycle 
management process.

Table 2-23. Design Decisions on Life Cycle Management of a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-007 Use SDDC Manager to 
perform the lifecycle 
management of the 
workload domain vCenter 
Server.

Because the deployment 
scope of SDDC Manager 
covers the full SDDC stack, 
SDDC Manager performs 
patching, update, or 
upgrade of the workload 
domain as a single process.

Directly performing 
lifecycle management tasks 
through vCenter Server has 
the potential to cause 
issues within SDDC 
Manager.

The operations team must 
have clear understanding 
and awareness of the impact 
of a patch, segmentation, 
and upgrade, or upgrade 
operation by using SDDC 
Manager.

Network Design for vCenter Server for a Red Hat OpenShift Workload Domain

In the network design for the workload domain vCenter Server, you place vCenter Server on a 
VLAN for traffic segmentation and decide on the IP addressing scheme and name resolution for 
optimal support for the SDDC management components, host management, and tenant 
workloads distribution.

Network Segments

For secure access to the vSphere Client and vCenter Server APIs, the workload domain vCenter 
Server is connected to the management VLAN network segment.
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Figure 2-6. vCenter Server Network Design
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Table 2-24. Design Decisions on Network Segment for a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-008 Place the appliance of the 
workload domain vCenter 
Server on the management 
VLAN network segment

Reduces the number of 
VLANs needed as a single 
VLAN can be allocated for 
both vCenter Server and 
NSX-T for Data Center 
management components.

None.

IP Addressing

You can assign the IP address of the workload domain vCenter Server by using DHCP or statically 
according to network configuration in your environment.

Table 2-25. Design Decisions on IP Addressing Scheme for a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-009 Allocate a statically 
assigned IP address and 
host name to the appliance 
of the workload domain 
vCenter Server.

Ensures stability across the 
SDDC, makes it simpler to 
maintain and track, and to 
implement a DNS 
configuration.

Requires precise IP address 
management.
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Name Resolution

vCenter Server appliances must maintain network connections to the following components:

n Systems running vCenter Server add-on modules

n Each ESXi host

Table 2-26. Design Decisions on Name Resolution for a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-010 Configure forward and 
reverse DNS records for 
the appliance of the 
workload domain vCenter 
Server, assigning the 
record to the child domain 
in each region.

The vCenter Server 
appliance is accessible by 
using a fully qualified 
domain name instead of by 
using IP addresses only.

You must provide DNS 
records for the workload 
domain vCenter Server 
appliance in each region.

Time Synchronization

Time synchronization provided by the Network Time Protocol (NTP) is important to ensure that 
all components within the SDDC are synchronized to the same time source.

Table 2-27. Design Decisions on Time Synchronization for a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-011 Configure time 
synchronization using an 
internal NTP time for the 
appliance for the workload 
domain vCenter Server.

Prevents from failures in 
the deployment of the 
vCenter Server appliance 
on an ESXi host if the host 
is not using NTP.

n An operational NTP 
service must be available 
to the environment.

n All firewalls between the 
vCenter Server appliance 
and the NTP servers 
must allow NTP traffic on 
the required network 
ports.

vSphere Cluster Design for a Red Hat OpenShift Workload Domain

The vSphere Cluster design must consider the characteristics of the workloads deployed in the 
workload domain.

When you design the cluster layout in vSphere, consider the following guidelines:

n Use fewer, larger ESXi hosts, or more, smaller ESXi hosts.

n A scale-up cluster has fewer, larger ESXi hosts.

n A scale-out cluster has more, smaller ESXi hosts.

n Compare the capital costs of purchasing fewer, larger ESXi hosts with the costs of purchasing 
more, smaller ESXi hosts. Costs vary between vendors and models.

n Evaluate the operational costs for managing a few ESXi hosts with the costs of managing 
more ESXi hosts.
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n Consider the purpose of the cluster.

n Consider the total number of ESXi hosts and cluster limits.

Figure 2-7. vSphere Logical Cluster Layout with a Single Availability Zone

APP
OS

APP
OS

APP
OS

Management 
Domain 
vCenter 
Server

Workload 
Domain 
vCenter 
Server

ESXi ESXi ESXi ESXi ESXi ESXi ESXi ESXi

Region A

Shared Edge and 
Workload Cluster

Region A

Management Cluster

Table 2-28. Number of Hosts in the Shared Edge and Workload Cluster of the Workload Domain

Attribute Specification

Number of ESXi hosts that is required to support management 
virtual machines with no memory over-commitment

3

Number of ESXi hosts recommended to handle operational 
constraint, that is, be able to take a host offline without losing 
high availability capabilities.

4

Number of ESXi hosts recommended to operational 
constraints, while using vSAN, that is, be able to take a host 
offline without losing high availability capabilities.

Single availability zone 4

Reserved capacity for handling ESXi host failures per cluster Single availability zone 25% CPU and RAM (equal to 1 
ESXi host in the 4 node 
shared edge and workload 
cluster)
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Table 2-29. Design Decisions on the Host Configuration for the Shared Edge and Workload 
Cluster in the Workload Domain

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-012 For each region in the 
workload domain, create a 
shared edge and workload 
vSphere cluster.

n Simplifies configuration 
by isolating tenant 
workloads from 
management 
workloads.

n Ensures that 
management workloads 
have no impact on 
tenant workloads.

You can add ESXi hosts to 
the cluster as needed.

Management of multiple 
clusters and vCenter Server 
instances increases 
operational overhead.

SDDC-RHOSWLD-VI-VC-013 Create the shared edge 
and workload cluster with 
this configuration.

n A minimum of 4 ESXi 
hosts

To support redundancy, you 
must allocate additional ESXi 
host resources.

n vSphere HA Design for a Red Hat OpenShift Workload Domain

The vSphere HA configuration works to ensure uptime of virtual machines in the SDDC. You 
consider the varying and sometimes significant CPU or memory reservations for virtual 
machines and the requirements of vSAN.

n vSphere DRS Design for a Red Hat OpenShift Workload Domain

vSphere Distributed Resource Scheduling (vSphere DRS) provides automated load 
distribution within a vSphere Cluster by migrating workloads from heavily loaded ESXi hosts 
to ESXi hosts with more available resources in the vSphere Cluster, as well as by providing 
intelligence around initial workload placement. vSphere DRS supports manual and automatic 
modes

n vSphere EVC Design for a Red Hat OpenShift Workload Domain

If you enable vSphere Enhanced vMotion Compatibility (EVC) in the domain, the virtual 
machines of the SDDC can be migrated between ESXi hosts containing older CPUs. You can 
use EVC for a rolling upgrade of all hardware with zero downtime.

vSphere HA Design for a Red Hat OpenShift Workload Domain

The vSphere HA configuration works to ensure uptime of virtual machines in the SDDC. You 
consider the varying and sometimes significant CPU or memory reservations for virtual machines 
and the requirements of vSAN.

If an ESXi host failure occurs, vSphere HA restarts virtual machines on remaining ESXi hosts in the 
vSphere Cluster. A primary ESXi host communicates with the workload domain vCenter Server 
and monitors the virtual machines and secondary ESXi hosts in the cluster. vSphere HA uses 
admission control to ensure that sufficient resources are reserved for virtual machine recovery 
when an ESXi host fails.
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You configure several vSphere HA features to provide high availability for the VMs in the SDDC.

Table 2-30. vSphere HA Features Configured for the SDDC

vSphere HA Feature Description

Admission control policy Configure how the cluster determines available resources. In a smaller vSphere HA 
cluster, a larger proportion of the cluster resources are reserved to accommodate ESXi 
host failures according to the selected admission control policy.

VM and Application Monitoring Have the VM and Application Monitoring service restart a virtual machine if a failure 
occurs. The service uses VMware Tools to evaluate whether each virtual machine in the 
cluster is running.

Table 2-31. Admission Control Policies in vSphere HA

Policy Name Description

Host failures the cluster tolerates vSphere HA ensures that a specified number of ESXi hosts 
can fail and sufficient resources remain in the cluster to fail 
over all the virtual machines from those ESXi hosts.

Percentage of cluster resources reserved vSphere HA reserves a specified percentage of aggregate 
CPU and memory resources for failover.

Specify failover hosts When an ESXi host fails, vSphere HA attempts to restart its 
virtual machines on any of the specified failover ESXi hosts. 
If restart is not possible, for example, the failover ESXi 
hosts have insufficient resources or have failed as well, 
then vSphere HA attempts to restart the virtual machines 
on other ESXi hosts in the vSphere Cluster.
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Table 2-32. Design Decisions on the Admission Control Policy for the Shared Edge and 
Workload Cluster in a Workload Domain

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-VC-014 admission control for 1 ESXi 
host failure and 
percentage-based failover 
capacity.

Using the percentage-
based reservation works 
well in situations where 
virtual machines have 
varying and sometime 
significant CPU or memory 
reservations.

vSphere automatically 
calculates the reserved 
percentage based on ESXi 
host failures to tolerate and 
the number of ESXi hosts in 
the shared edge and 
workload cluster.

In a shared edge and 
workload cluster of 4 ESXi 
hosts, only the resources of 
3 ESXi hosts are available for 
use.

Use vSphere HA in the 
shared edge and workload 
cluster to increase the 
availability of tenant 
workloads.

vSphere HA supports a 
robust level of protection 
for both ESXi host and 
virtual machine availability.

You must provide sufficient 
resources on the remaining 
hosts so that virtual 
machines can be migrated to 
those hosts in the event of a 
host outage.

Set host isolation to Power 
Off in vSphere HA.

vSAN requires that the host 
isolation response be set to 
Power Off and to restart 
VMs on available ESXi 
hosts.

If a false-positive event 
occurs, VMs are powered off 
and an ESXi host is declared 
isolated incorrectly.

Table 2-33. Design Decisions on VM and Application Monitoring Service for a Workload Domain

Decision ID Design Decision Design Justification Design Implication

Enable VM Monitoring for 
the shared edge and 
workload cluster.

VM Monitoring provides in-
guest protection for most 
VM workloads. The 
application or service 
running on the virtual 
machine must be capable 
of restarting successfully 
after a reboot or the virtual 
machine restart is not 
sufficient.

None.

vSphere DRS Design for a Red Hat OpenShift Workload Domain

vSphere Distributed Resource Scheduling (vSphere DRS) provides automated load distribution 
within a vSphere Cluster by migrating workloads from heavily loaded ESXi hosts to ESXi hosts 
with more available resources in the vSphere Cluster, as well as by providing intelligence around 
initial workload placement. vSphere DRS supports manual and automatic modes
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Table 2-34. vSphere DRS Automation Modes

Automation Mode Description

Manual vSphere DRS provides recommendations, but an 
administrator must confirm the changes.

Automatic Automatic management can be set to five different levels. 
At the lowest setting, workloads are placed automatically 
at power-on and only migrated to fulfill certain criteria, 
such as entering maintenance mode. At the highest level, 
any migration that can provide a slight improvement in 
balancing is performed.

Table 2-35. Design Decisions for vSphere DRS for a Workload Domain

Decision ID Design Decision Design Justification Design Implication

Enable vSphere DRS 
(Distributed Resource 
Scheduling) on all clusters, 
using the default fully 
automated mode (medium)

Provides the best trade-off 
between load balancing 
and unnecessary migration 
with vSphere vMotion.

If a vCenter Server outage 
occurs, mapping from virtual 
machines to ESXi hosts 
might be difficult to 
determine.

Create virtual machine 
groups for use in startup 
rules for the shared edge 
and workload cluster.

By creating virtual machine 
groups, you can use rules 
to configure the startup 
order of NSX-T Edge 
appliances and tenant 
workloads.

Creating the groups is a 
manual task and adds 
administrative overhead.

Create virtual machine rules 
to ensure NSX-T Edge 
nodes start before any 
tenant workloads.

The NSX-T Edge nodes in 
the workload domain 
provide north-south 
network traffic for tenant 
workloads. Give 
precedence to the 
functionality over tenant 
workloads in the shared 
edge and workload cluster.

Creating the groups is a 
manual task and adds 
administrative overhead.

vSphere EVC Design for a Red Hat OpenShift Workload Domain

If you enable vSphere Enhanced vMotion Compatibility (EVC) in the domain, the virtual machines 
of the SDDC can be migrated between ESXi hosts containing older CPUs. You can use EVC for a 
rolling upgrade of all hardware with zero downtime.

vSphere Enhanced vMotion Compatibility (EVC) works by masking certain features of newer 
CPUs to allow migration between ESXi hosts containing older CPUs. If you set EVC during cluster 
creation, you can add ESXi hosts with newer CPUs later without disruption. You can use EVC for 
a rolling upgrade of all hardware with zero downtime.

EVC works only with CPUs from the same manufacturer and there are limits to the version 
difference gaps between the CPU families.
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Table 2-36. Design Decisions on Enhanced vMotion Compatibility for a Workload Domain

Decision ID Design Decision Design Justification Design Implication

Enable Enhanced vMotion 
Compatibility (EVC) on all 
clusters.

Supports cluster upgrades 
without virtual machine 
downtime.

You can enable EVC only if 
clusters contain hosts with 
CPUs from the same vendor.

Set the cluster EVC mode 
to the highest available 
baseline that is supported 
for the lowest CPU 
architecture on the hosts in 
the cluster.

Supports cluster upgrades 
without virtual machine 
downtime.

None.

Information Security and Access Design for vCenter Server for a Red Hat 
OpenShift Workload Domain

You design authentication access, controls, and certificate management for the workload domain 
vCenter Server according to industry standards and the requirements of your organization.

Identity Management

Users can log in to vCenter Server only if they are in a domain that was added as a vCenter 
Single Sign-On identity source. vCenter Single Sign-On administrator users can add identity 
sources or change the settings for identity sources that they added. An identity source can be a 
native Active Directory (Integrated Windows Authentication) domain or an OpenLDAP directory 
service. For backward compatibility, Active Directory as an LDAP server is also available.

Table 2-37. Design Decisions on Identity Management for a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

Join the workload domain 
vCenter Server to the 
Active Directory domain.

n Using Active Directory 
membership provides 
greater flexibility in 
granting access to 
vCenter Server.

n Ensuring that users log 
in with a unique user 
account provides 
greater visibility for 
auditing.

Joining vCenter Server to 
the domain adds some 
administrative overhead.

Assign global permissions 
to the vCenter Server 
inventory to an Active 
Directory group, such as 
ug-vc-admins
, by using the 
Administrator role. 

By assigning the 
Administrator role to an 
Active Directory group, you 
can easily create user 
accounts that have 
administrative rights on 
vCenter Server.

The Active Directory group 
must be created in advance 
to assigning it the 
Administrator role.
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Password Management and Account Lockout Behavior

vCenter Server enforces password requirements for access to the vCenter Server Management 
Interface. By default, you must include at least six characters, which should not be any of your 
previous five passwords. Account locking is supported for access to the vCenter Server 
Management Interface. By default, passwords are set to expire after 365 days.

This design applies a password policy according to security best practices and standards.

Table 2-38. Example Password Policy Specification for vCenter Server

Password Setting Value

Minimum Length 15

Maximum lifetime 60 days

Remember old passwords 5 (remember previous 5 so they don't get reused)

Allow similar passwords Deny

Complexity At least 1 upper case, 1 lower case, 1 number, and 1 special 
char

Max failed login attempts 3

Time interval between failures 900 seconds

Unlock time 0

Table 2-39. Design Decisions on Password and Account Lockout for a Workload Domain vCenter 
Server

Decision ID Design Decision Design Justification Design Implication

Configure a password and 
account lockout policy for 
the appliance of the 
workload domain vCenter 
Server according to the 
industry standard for 
security and compliance of 
your organization.

Aligns with the industry 
standard across your 
organization.

None.

Certificate Management

Access to all vCenter Server interfaces must use an SSL connection. By default, vCenter Server 
uses a self-signed certificate for the appliance which is signed by the VMware Certificate 
Authority (VMCA). To provide secure access to the vCenter Server appliance, replace the default 
VMCA-signed certificate with a CA-signed certificate.
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Table 2-40. Design Decisions on Certificate Management for a Workload Domain vCenter Server

Decision ID Design Decision Design Justification Design Implication

Replace the default VMCA-
signed certificate of the 
appliance of the workload 
domain vCenter Server with 
a CA-signed certificate.

Ensures that the 
communication to the 
externally facing Web user 
interface and API to 
vCenter Server, and 
between vCenter Server 
and other management 
components is encrypted.

Replacing the default 
certificates with trusted CA-
signed certificates from a 
certificate authority might 
increase the deployment 
preparation time because 
you must generate and 
submit certificates requests.

Use a SHA-2 algorithm or 
higher when signing 
certificates.

The SHA-1 algorithm is 
considered less secure and 
has been deprecated.

Not all certificate authorities 
support SHA-2.

Perform SSL certificate life 
cycle management for 
vCenter Server through 
SDDC Manager.

SDDC Manager provides 
automated SSL certificate 
lifecycle management 
rather than requiring a 
series of manual steps to 
be performed.

None.

vSphere Networking Design for a Red Hat OpenShift Workload 
Domain

The network design prevents unauthorized access and provides timely access to business data. 
This design uses vSphere Distributed Switch and VMware NSX-T Data Center for virtual 
networking.

Virtual Network Design Guidelines

The high-level design goals apply regardless of your environment.

Table 2-41. Goals of the vSphere Networking Design

Design Goal Description

Meet diverse needs The network must meet the diverse needs of many different entities in an organization. 
These entities include applications, services, storage, administrators, and users.

Reduce costs Reducing costs is one of the simpler goals to achieve in the vSphere infrastructure. Server 
consolidation alone reduces network costs by reducing the number of required network 
ports and NICs, but a more efficient network design is desirable. For example, configuring 
two 25-GbE NICs might be more cost effective than configuring four 10-GbE NICs.

Improve performance You can achieve performance improvement and decrease the time that is required to 
perform maintenance by providing sufficient bandwidth, which reduces contention and 
latency.

Improve availability A well-designed network improves availability, usually by providing network redundancy.

Support security A well-designed network supports an acceptable level of security through controlled access 
and isolation, where required.

Enhance infrastructure 
functionality

You can configure the network to support vSphere features such as vSphere vMotion, 
vSphere High Availability, and vSphere Fault Tolerance.
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Follow networking best practices throughout your environment.

n Separate network services from one another to achieve greater security and better 
performance.

n Use Network I/O Control and traffic shaping to guarantee bandwidth to critical virtual 
machines. During network contention, these critical virtual machines will receive a higher 
percentage of the bandwidth.

n Separate network services on a single vSphere Distributed Switch by attaching them to port 
groups with different VLAN IDs.

n Keep vSphere vMotion traffic on a separate network.

When a migration using vSphere vMotion occurs, the contents of the memory of the guest 
operating system is transmitted over the network. You can place vSphere vMotion on a 
separate network by using a dedicated vSphere vMotion VLAN.

n When using pass-through devices with Linux kernel version 2.6.20 or an earlier guest OS, 
avoid MSI and MSI-X modes. These modes have significant performance impact.

n For best performance, use VMXNET3 virtual machine NICs.

n Ensure that physical network adapters that are connected to the same vSphere Standard 
Switch or vSphere Distributed Switch, are also connected to the same physical network.

Network Segmentation and VLANs

Separating different types of traffic is required to reduce contention and latency, and for access 
security.

High latency on any network can negatively affect performance. Some components are more 
sensitive to high latency than others. For example, reducing latency is important on the IP 
storage and the vSphere Fault Tolerance logging network because latency on these networks 
can negatively affect the performance of multiple virtual machines. According to the application 
or service, high latency on specific virtual machine networks can also negatively affect 
performance. Use information gathered from the current state analysis and from interviews with 
key stakeholder and SMEs to determine which workloads and networks are especially sensitive 
to high latency.

Virtual Networks

Determine the number of networks or VLANs that are required depending on the type of traffic.

n vSphere system traffic

n Management

n vSphere vMotion

n vSAN

n TEP
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n Traffic that supports the services and applications in the organization

n Virtual Switch Type Design for a Red Hat OpenShift Workload Domain

Virtual switches simplify the configuration process by providing a single pane of glass for 
performing virtual network management tasks.

n vSphere Distributed Switch Design for a Red Hat OpenShift Workload Domain

Each vSphere Cluster in the workload domain uses a single vSphere Distributed Switch 
whose design includes traffic types on the switch, the number of required NICs, and MTU 
configuration.

n Distributed Port Group and VMkernel Adapter Design for a Red Hat OpenShift Workload 
Domain

A distributed port group specifies port configuration options for each member port on a 
vSphere distributed switch. Distributed port groups define how a connection is made to a 
network.

n vMotion TCP/IP Stack Design for a Red Hat OpenShift Workload Domain

Use the vMotion TCP/IP stack to isolate traffic for vSphere vMotion and to assign a 
dedicated default gateway for vSphere vMotion traffic.

n vSphere Network I/O Control Design for a Red Hat OpenShift Workload Domain

Use vSphere Network I/O Control to allocate network bandwidth to management 
applications and to resolve situations where several types of traffic compete for common 
resources.

Virtual Switch Type Design for a Red Hat OpenShift Workload Domain

Virtual switches simplify the configuration process by providing a single pane of glass for 
performing virtual network management tasks.

vSphere supports two types of virtual switch:

n vSphere Standard Switch

n vSphere Distributed Switch

A distributed switch offers several enhancements over a standard switch such as centralized 
control plane and support for traffic monitoring features.
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Centralized management Because distributed switches are created and managed 
centrally on a vCenter Server system, switch configuration 
is more consistent across ESXi hosts. Centralized 
management saves time, reduces mistakes, and reduces 
operational costs.

Additional features Distributed switches have features that are not available on 
standard virtual switches.

NetFlow and port mirroring provide monitoring and 
troubleshooting capabilities to the virtual infrastructure.

To guarantee that traffic types with high priority have 
enough network capacity, you can assign shares to these 
traffic types by using Network I/O Control.

To ensure that every network adapter is used when the 
network traffic is high, you can use the Route Based on 
Physical NIC Load teaming policy. The distributed switch 
directs the traffic from one physical network adapter to 
another if the usage of an adapter remains at or above 75% 
for 30 seconds.

Disadvantages If vCenter Server is unavailable, distributed switches are 
not manageable. Consider vCenter Server a Tier 1 
application.

Table 2-42. Design Decisions on Virtual Switch Type

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
NET-001

Use vSphere Distributed 
Switches.

Simplifies management. Migration from a standard 
switch to a distributed 
switch requires a minimum 
of two physical NICs to 
maintain redundancy.

SDDC-RHOSWLD-VI-
NET-002

Use a single vSphere 
Distributed Switch per 
vSphere Cluster.

n Reduces the complexity 
of the network design.

n Reduces the size of the 
fault domain.

Increases the number of 
vSphere Distributed 
Switches that must be 
managed.

vSphere Distributed Switch Design for a Red Hat OpenShift Workload Domain

Each vSphere Cluster in the workload domain uses a single vSphere Distributed Switch whose 
design includes traffic types on the switch, the number of required NICs, and MTU configuration.

Table 2-43. sfo-w01-cl01-vds01 vSphere Distributed Switch Configuration

Number of Physical NIC Ports Network I/O Control MTU Size

2 Enabled 9,000 bytes

Table 2-44. Physical Uplinks on sfo-w01-cl01-vds01 vSphere Distributed Switch

Physical NIC Function

vmnic0 Uplink

vmnic1 Uplink
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Table 2-45. Design Decisions for vSphere Distributed Switch

Design ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
NET-003

Enable Network I/O Control 
on all distributed switches.

Increases resiliency and 
performance of the 
network.

If configured incorrectly, 
Network I/O Control might 
impact network performance 
for critical traffic types.

SDDC-RHOSWLD-VI-
NET-004

Configure the MTU size of 
the vSphere Distributed 
Switch to 9,000 for jumbo 
frames.

n Supports the MTU size 
required by system 
traffic types.

n Improves traffic 
throughput.

When adjusting the MTU 
packet size, you must also 
configure the entire network 
path (VMkernel ports, virtual 
switches, physical switches, 
and routers) to support the 
same MTU packet size.

vSphere Distributed Switch Health Check Design

The health check service helps identify and troubleshoot configuration errors in vSphere 
distributed switches.

Health check helps identify the following common configuration errors.

n Mismatching VLAN trunks between an ESXi host and the physical switches it's connected to.

n Mismatching MTU settings between physical network adapters, distributed switches, and 
physical switch ports.

n Mismatching virtual switch teaming policies for the physical switch port-channel settings.

Health check monitors VLAN, MTU, and teaming policies. Health check is limited to the switch 
port to which the NICs of the ESXi hosts are connected.

VLANs Checks whether the VLAN settings on the distributed 
switch match the trunk port configuration on the 
connected physical switch ports.

MTU For each VLAN, determines whether the MTU size 
configuration for jumbo frames on the physical access 
switch port matches the distributed switch MTU setting.

Teaming policies Determines whether the connected access ports of the 
physical switch that participate in an EtherChannel are 
paired with distributed ports whose teaming policy is Route 
based on IP hash.
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Table 2-46. Design Decisions for vSphere Distributed Switch Health Check

Design ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
NET-005

Enable vSphere Distributed 
Switch Health Check on all 
distributed switches.

vSphere Distributed Switch 
Health Check verifies that 
all VLANs are trunked to all 
ESXi hosts attached to the 
vSphere Distributed Switch 
and the MTU sizes match 
the physical network.

n You must have a 
minimum of two physical 
uplinks to use this 
feature.

Distributed Port Group and VMkernel Adapter Design for a Red Hat OpenShift 
Workload Domain

A distributed port group specifies port configuration options for each member port on a vSphere 
distributed switch. Distributed port groups define how a connection is made to a network.

vSphere Distributed Switch introduces two abstractions that you use to create consistent 
networking configuration for physical NICs, virtual machines, and VMkernel traffic.

Uplink port group

An uplink port group or dvuplink port group is defined during the creation of the distributed 
switch and can have one or more uplinks. An uplink is a template that you use to configure 
physical connections of hosts as well as failover and load balancing policies. You map 
physical NICs of hosts to uplinks on the distributed switch. You set failover and load balancing 
policies over uplinks and the policies are automatically propagated to the host proxy 
switches, or the data plane.

Distributed port group

Distributed port groups provide network connectivity to virtual machines and accommodate 
VMkernel traffic. You identify each distributed port group by using a network label, which 
must be unique to the current data center. You configure NIC teaming, failover, load 
balancing, VLAN, security, traffic shaping, and other policies on distributed port groups. As 
with uplink port groups, the configuration that you set on distributed port groups on vCenter 
Server (the management plane) is automatically propagated to all hosts on the distributed 
switch through their host proxy switches (the data plane).

Table 2-47. Distributed Port Group Configuration

Parameter Setting

Failover detection Link status only

Notify switches Yes

Failback Yes

Failover order Active uplinks: Uplink1, Uplink2
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Figure 2-8. vSphere Distributed Switch Design for a Workload Domain
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Table 2-48. Port Group Binding and Teaming

vSphere Distributed 
Switch Port Group Name Port Binding Teaming Policy Active Uplinks

sfo01-w01-cl01-vds01 sfo-w01-cl01-vds01-
pg-mgmt

Static Port Binding Route based on 
physical NIC load

1, 2

sfo01-w01-cl01-vds01 sfo-w01-cl01-vds01-
pg-vmotion

Static Port Binding Route based on 
physical NIC load

1, 2

NIC Teaming

For a predictable level of performance, use multiple network adapters in one of the following 
configurations.

n An active-passive configuration that uses explicit failover when connected to two separate 
switches.

n An active-active configuration in which two or more physical NICs in the server are assigned 
the active role.
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This design uses an active-active configuration.

Table 2-49. Design Decisions on Distributed Port Groups

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
NET-006

Use static port binding for 
all port groups in the 
shared edge and workload 
cluster.

Static binding ensures a 
virtual machine connects to 
the same port on the 
vSphere Distributed Switch. 
This allows for historical 
data and port level 
monitoring.

Since the vCenter Server 
managing the workload 
domain resides in the 
management domain, there 
is no need for an 
ephemeral port group for 
vCenter Server 
recoverability.

None

SDDC-RHOSWLD-VI-
NET-007

Use the Route based on 
physical NIC load teaming 
algorithm for the 
Management Port Group.

Reduces the complexity of 
the network design and 
increases resiliency and 
performance.

None

SDDC-RHOSWLD-VI-
NET-008

Use the Route based on 
physical NIC load teaming 
algorithm for the vMotion 
Port Group.

Reduces the complexity of 
the network design and 
increases resiliency and 
performance.

None

VMkernel Network Adapter Configuration

The VMkernel networking layer provides connectivity to hosts and handles the system traffic for 
vSphere vMotion, IP storage, vSphere HA, vSAN, and others.

You can also create VMkernel network adapters on the source and target vSphere Replication 
hosts to isolate the replication data traffic.

Table 2-50. VMkernel Adapters for the Workload Domain

vSphere 
Distributed Switch

Availability 
Zones Network Label

Connected Port 
Group Enabled Services MTU

sfo-w01-cl01-vds01 Availability Zone 
1

Management sfo01-w01-cl01-
vds01-pg-mgmt

Management 
Traffic

1500 (Default)

sfo-w01-cl01-vds01 vMotion sfo01-w01-cl01-
vds01-pg-
vmotion

vMotion Traffic 9000

sfo-w01-cl01-vds01 vSAN sfo01-w01-cl01-
vds01-pg-vsan

vSAN 9000
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vMotion TCP/IP Stack Design for a Red Hat OpenShift Workload Domain

Use the vMotion TCP/IP stack to isolate traffic for vSphere vMotion and to assign a dedicated 
default gateway for vSphere vMotion traffic.

By using a separate TCP/IP stack, you can manage vSphere vMotion and cold migration traffic 
according to the topology of the network, and as required by your organization.

n Route the traffic for the migration of virtual machines that are powered on or powered off by 
using a default gateway that is different from the gateway assigned to the default stack on 
the ESXi host.

n Assign a separate set of buffers and sockets.

n Avoid routing table conflicts that might otherwise appear when many features are using a 
common TCP/IP stack.

n Isolate traffic to improve security.

Table 2-51. Design Decisions on the vMotion TCP/IP Stack

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
NET-009

Use the vMotion TCP/IP 
stack for vSphere vMotion 
traffic.

By using the vMotion 
TCP/IP stack, vSphere 
vMotion traffic can be 
assigned a default gateway 
on its own subnet and can 
go over Layer 3 networks.

In the vSphere Client, the 
vMotion TCP/IP stack is not 
available in the wizard for 
creating a VMkernel network 
adapter wizard at the 
distributed port group level. 
You must create the 
VMkernel adapter directly on 
the ESXi host.

vSphere Network I/O Control Design for a Red Hat OpenShift Workload Domain

Use vSphere Network I/O Control to allocate network bandwidth to management applications 
and to resolve situations where several types of traffic compete for common resources.

When Network I/O Control is enabled, the distributed switch allocates bandwidth for the traffic 
that is related to the main vSphere features.

n Fault tolerance traffic

n iSCSI traffic

n vSphere vMotion traffic

n Management traffic

n VMware vSphere Replication traffic

n NFS traffic

n vSAN traffic

n Backup traffic
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n Virtual machine traffic

Network I/O Control Heuristics

The following heuristics can help with design decisions for Network I/O Control.

Shares and Limits

When you use bandwidth allocation, consider using shares instead of limits. Limits impose 
hard limits on the amount of bandwidth used by a traffic flow even when network bandwidth 
is available.

Limits on Network Resource Pools

Consider imposing limits on a given network resource pool. For example, if you put a limit on 
vSphere vMotion traffic, you can benefit in situations where multiple vSphere vMotion data 
transfers, initiated on different ESXi hosts at the same time, result in oversubscription at the 
physical network level. By limiting the available bandwidth for vSphere vMotion at the ESXi 
host level, you can prevent performance degradation for other traffic.

Teaming Policy

When you use Network I/O Control, use Route based on physical NIC load teaming as a 
distributed switch teaming policy to maximize the networking capacity utilization. With load-
based teaming, traffic might move among uplinks, and reordering of packets at the receiver 
can result occasionally.

Traffic Shaping

Use distributed port groups to apply configuration policies to different traffic types. Traffic 
shaping can help in situations where multiple vSphere vMotion migrations initiated on 
different ESXi hosts converge on the same destination ESXi host. The actual limit and 
reservation also depend on the traffic shaping policy for the distributed port group where the 
adapter is connected to.

How Network I/O Control Works

Network I/O Control enforces the share value specified for the different traffic types when a 
network contention occurs. Network I/O Control applies the share values set to each traffic type. 
As a result, less important traffic, as defined by the share percentage, is throttled, granting 
access to more network resources to more important traffic types.

Network I/O Control also supports reservation of bandwidth for system traffic based on the 
capacity of the physical adapters on an ESXi host and enables fine-grained resource control at 
the virtual machine network adapter level. Resource control is similar to the model for CPU and 
memory reservations in vSphere DRS.
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Table 2-52. Design Decisions on vSphere Network I/O Control

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
NET-010

Set the share value for 
management traffic to 
Normal.

By keeping the default 
setting of Normal, 
management traffic is 
prioritized higher than 
vSphere vMotion and 
vSphere Replication but 
lower than vSAN traffic. 
Management traffic is 
important because it 
ensures that the hosts can 
still be managed during 
times of network 
contention.

None.

SDDC-RHOSWLD-VI-NET-011 Set the share value for 
vSphere vMotion traffic to 
Low.

During times of network 
contention, vSphere 
vMotion traffic is not as 
important as virtual 
machine or storage traffic.

During times of network 
contention, vMotion takes 
longer than usual to 
complete.

SDDC-RHOSWLD-VI-
NET-012

Set the share value for 
virtual machines to High.

Virtual machines are the 
most important asset in the 
SDDC. Leaving the default 
setting of High ensures that 
they always have access to 
the network resources they 
need.

None

SDDC-RHOSWLD-VI-
NET-013

Set the share value for 
vSphere Fault Tolerance to 
Low.

This design does not use 
vSphere Fault Tolerance. 
Fault tolerance traffic can 
be set the lowest priority.

None

SDDC-RHOSWLD-VI-
NET-014

Set the share value for 
vSAN to High.

During times of network 
contention, vSAN traffic 
needs a guaranteed 
bandwidth to support 
virtual machine 
performance.

None

SDDC-RHOSWLD-VI-
NET-015

Set the share value for NFS 
traffic to Low (25).

Because NFS is used for 
secondary storage, such as 
backups and vRealize Log 
Insight archives, its priority 
is lower than the priority of 
the vSAN traffic.

During times of network 
contention, backups are 
slower than usual.

SDDC-RHOSWLD-VI-
NET-016

Set the share value for 
backup traffic to Low.

During times of network 
contention, the primary 
functions of the SDDC must 
continue to have access to 
network resources with 
priority over backup traffic.

During times of network 
contention, backups are 
slower than usual.
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Table 2-52. Design Decisions on vSphere Network I/O Control (continued)

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
NET-017

Set the share value for 
iSCSI traffic to Low

This design does not use 
iSCSI. iSCSI traffic can be 
set the lowest priority.

None

SDDC-RHOSWLD-VI-
NET-018

Set the share value for 
vSphere Replication traffic 
to Low (25).

During times of network 
contention, vSphere 
Replication traffic is not as 
important as virtual 
machine or storage traffic.

During times of network 
contention, vSphere 
Replication takes longer and 
might violate the defined 
SLA.

Software-Defined Networking Design for a Red Hat OpenShift 
Workload Domain

In this design, you use NSX-T Data Center to provide network connectivity for tenant workloads 
by using virtual network segments and routing.

NSX-T Data Center

NSX-T Data Center provides network virtualization capabilities in workload domains. With 
network virtualization, networking components that are usually part of the physical infrastructure, 
can be programmatically created and managed by using this software-defined network (SDN) 
platform. NSX-T Data Center provides both a declarative intent-based policy model, and an 
imperative based model to define and manage the SDN.

The deployment of NSX-T Data Center includes management, control plane, and services 
components.

NSX-T Manager

NSX-T Manager provides the user interface and the RESTful API for creating, configuring, and 
monitoring NSX-T components, such as virtual network segments, and Tier-0 and Tier-1 
gateways.

NSX-T Manager implements the management and control plane for the NSX-T infrastructure. 
NSX-T Manager is the centralized network management component of NSX-T, providing an 
aggregated view on all components in the NSX-T Data Center system.

Table 2-53. Components of NSX-T Manager

Component Description

Services n Logical switching and routing

n Networking and edge services

n Security services and distributed firewall

RESTful API You can automate all configuration and monitoring operations by using any cloud automation 
platform, security vendor platform, or automation framework.

Management Plane 
Agent (MPA)

Available on each ESXi host. The MPA is in charge of persisting the desired state of the system 
and for communicating non-flow-controlling (NFC) messages such as configuration, statistics, 
status, and real-time data between transport nodes and the management plane.
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Table 2-53. Components of NSX-T Manager (continued)

Component Description

NSX-T Controller NSX-T Controllers implement the central control plane (CCP). They control the virtual networks 
and overlay transport tunnels. The controllers are responsible for the programmatic 
deployment of virtual networks across the entire NSX-T architecture.

The CCP is logically separated from all data plane traffic, that is, a failure in the control plane 
does not affect existing data plane operations. The controller provides configuration to other 
NSX-T Data Center components, such as segment, gateway, and edge node configuration.

Integration with 
vCenter Server

NSX-T Data Center components are not assigned to a specific vCenter Server or vSphere 
construct. You can share them across different vSphere environments.

NSX-T Edge Nodes

An NSX-T Edge node is a special type of transport node which contains service router 
components.

NSX-T Edge nodes provide north-south traffic connectivity between the physical data center 
networks and the NSX-T SDN networks. Each NSX-T Edge node has multiple interfaces where 
traffic flows.

You also use the NSX-T Edge nodes in east-west traffic flow between virtualized workloads. They 
provide stateful services such as load balancers and DHCP.

n Logical Design for NSX-T Data Center for a Red Hat OpenShift Workload Domain

NSX-T Data Center provides networking services to tenant workloads such as load 
balancing, routing, and virtual networking. NSX-T Data Center is connected to Workspace 
ONE Access for centralized user management.

n Physical Network Infrastructure Design for a Red Hat OpenShift Workload Domain

Design of the physical data center network includes defining the network topology for 
connecting the physical switches and the ESXi hosts, determining switch port settings for 
VLANs and link aggregation, and designing routing.

n NSX-T Manager Deployment Specification and Network Design for a Red Hat OpenShift 
Workload Domain

You determine the size of the compute resources, high availability implementation, and 
patching and upgrade support for the NSX-T Manager instance for the workload domain 
according to the design objectives and aggregated requirements of the tenant workloads of 
the SDDC.

n NSX-T Edge Deployment Specification and Network Design for a Red Hat OpenShift 
Workload Domain

For traffic segmentation, you place NSX-T Manager for the workload domain on the 
management VLAN and decide on the IP addressing scheme and name resolution for 
optimal support for the NSX-T Edge nodes.
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n Life Cycle Management Design of NSX-T Data Center for a Red Hat OpenShift Workload 
Domain

You decide on the life cycle management of the NSX-T Data Center components according 
to the amount of time and effort to perform a deployment, upgrade, or patch operation. You 
also consider the impact such an operation has on the solutions that are connected to NSX-
T Data Center for the workload domain.

n NSX-T Services Design for a Red Hat OpenShift Workload Domain

NSX-T Edge clusters are pools of capacity for NSX-T service router and load balancing 
functions.

n Overlay Design for NSX-T Data Center for a Red Hat OpenShift Workload Domain

As part of the overlay design, you determine the NSX-T Data Center configuration for 
handling traffic between tenant workloads. You determine the configuration of vSphere 
Distributed Switch and virtual segments on it, and of the transport zones.

n Virtual Network Segment Design for NSX-T for a Red Hat OpenShift Workload Domain

Applications that are deployed on top of the workload domain can use a pre-defined 
configuration of NSX-T virtual network segments.

n Information Security and Access Design for NSX-T for a Red Hat OpenShift Workload 
Domain

You design authentication access, controls, and certificate management for the NSX-T Data 
Center instance in the workload domain according to industry standards and the 
requirements of your organization.

Logical Design for NSX-T Data Center for a Red Hat OpenShift Workload 
Domain

NSX-T Data Center provides networking services to tenant workloads such as load balancing, 
routing, and virtual networking. NSX-T Data Center is connected to Workspace ONE Access for 
centralized user management.
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Figure 2-9. NSX-T Logical Design for the Workload Domain
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An NSX-T Data Center deployment consists of these components:

n Unified appliances that have both the NSX-T Local Manager and NSX-T Controller roles. They 
provide management and control plane capabilities.

n NSX-T Edge nodes that provide advanced services such as load balancing and north-south 
connectivity.

n The ESXi hosts in the workload domain are registered as NSX-T transport nodes to provide 
distribute routing and firewall services to tenant workloads.
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Figure 2-10. NSX-T Data Center Components
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Physical Network Infrastructure Design for a Red Hat OpenShift Workload 
Domain

Design of the physical data center network includes defining the network topology for 
connecting the physical switches and the ESXi hosts, determining switch port settings for VLANs 
and link aggregation, and designing routing.

A software-defined network (SDN) both integrates with and uses components of the physical 
data center. SDN integrates with your physical network to support east-west transit in the data 
center and north-south transit to and from the SDDC networks.

VMware Validated Design uses the leaf-spine networking topology, because in a single data 
center deployment, it provides predictable performance, scalable nature, and applicability across 
multiple vendors.

Switch Types and Network Connectivity

Follow the best practices for physical switches, switch connectivity, VLANs and subnets, and 
access port settings.
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Figure 2-11. Host-to-ToR Connectivity
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Table 2-54. Design Components for Physical Switches in the SDDC

Design Component Configuration Best Practices

Top of rack (ToR) 
physical switches

n Configure redundant physical switches to enhance availability.

n Configure switch ports that connect to ESXi hosts manually as trunk ports.

n Modify the Spanning Tree Protocol (STP) on any port that is connected to an ESXi NIC to 
reduce the time to transition ports over to the forwarding state, for example using the 
Trunk PortFast feature found in a Cisco physical switch.

n Provide DHCP or DHCP Helper capabilities on all VLANs used by TEP VMkernel ports. This 
setup simplifies the configuration by using DHCP to assign IP address based on the IP 
subnet in use.

n Configure jumbo frames on all switch ports, inter-switch link (ISL), and switched virtual 
interfaces (SVIs).

Top of rack 
connectivity and 
network settings

Each ESXi host is connected redundantly to the top of rack switches SDDC network fabric by 
two 25 GbE ports. Configure the top of rack switches to provide all necessary VLANs using an 
802.1Q trunk. These redundant connections use features in vSphere Distributed Switch and 
NSX-T to guarantee that no physical interface is overrun, and available redundant paths are 
used.

VLANs and Subnets for Single Region and Single Availability Zone

Each ESXi host uses VLANs and corresponding subnets.

Follow these guidelines:

n Use only /24 subnets to reduce confusion and mistakes when handling IPv4 subnetting.

n Use the IP address .254 as the (floating) interface with .252 and .253 for Virtual Router 
Redundancy Protocol (VRPP) or Hot Standby Routing Protocol (HSRP).

n Use the RFC1918 IPv4 address space for these subnets and allocate one octet by region and 
another octet by function.

Note   Implement VLAN and IP subnet configuration according to the requirements of your 
organization.
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Table 2-55. VLANs and IP Ranges in This Design

Function VLAN ID IP Range

Management 1631 172.16.31.0/24

vSphere vMotion 1632 172.16.32.0/24

vSAN 1633 172.16.33.0/24

Host Overlay 1634 172.16.34.0/24

NFS 1635 172.16.35.0/24

Uplink01 2731 172.27.31.0/24

Uplink02 2732 172.27.32.0/24

Edge Overlay 2733 172.27.33.0/24

Physical Network Requirements

Physical requirements determine the MTU size for networks that carry overlay traffic, dynamic 
routing support, time synchronization through an NTP server, and forward and reverse DNS 
resolution.

Requirement Comment

Use 25 GbE (10 GbE minimum) port on each ToR switch for 
ESXi host uplinks. Connect each host to two ToR switches.

25 GbE provides appropriate bandwidth for 
hyperconverged networking traffic. Connection to two ToR 
switches provides redundant physical network paths to 
each host.

Provide an MTU size of 1700 bytes or greater for host 
overlay traffic.

Geneve packets cannot be fragmented. The MTU size must 
be large enough to support extra encapsulation overhead.

Geneve is an extensible protocol, therefore the MTU might 
increase with future capabilities. While 1600 is sufficient, an 
MTU size of 1700 bytes provides more room for increasing 
the Geneve MTU without the need to change physical 
infrastructure MTU.

This design uses an MTU size of 9000 bytes for Geneve 
traffic.

Enable BGP dynamic routing support on the upstream 
Layer 3 devices.

You use BGP on the upstream Layer 3 devices to establish 
routing adjacency with the Tier-0 service routers (SRs). 
NSX-T supports only the BGP routing protocol.

Dynamic routing enables ECMP failover for upstream 
connectivity.

BGP Autonomous System Number (ASN) allocation A BGP ASN must be allocated for the NSX-T SDN. Use a 
private ASN according to RFC1930.

Physical Network Design Decisions

The physical network design decisions determine the physical layout and use of VLANs. They 
also include decisions on jumbo frames and on other network-related requirements such as DNS 
and NTP.
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Table 2-56. Design Decisions on the Physical Network Infrastructure for NSX-T Data Center in a 
Workload Domain

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
SDN-001

Use two ToR switches for 
each rack.

Supports the use of two 10 
GbE (25 GbE or greater 
recommended) links to 
each server and provides 
redundancy and reduces 
the overall design 
complexity.

Requires two ToR switches 
per rack which can increase 
costs.

SDDC-RHOSWLD-VI-
SDN-002

Implement the following 
physical network 
architecture:

n One 25 GbE (10 GbE 
minimum) port on each 
ToR switch for ESXi 
host uplinks.

n Layer 3 device that 
supports BGP.

n Guarantees availability 
during a switch failure.

n Provides support for 
BGP as the only 
dynamic routing 
protocol that is 
supported by NSX-T 
Data Center.

n Might limit the hardware 
choices.

n Requires dynamic 
routing protocol 
configuration in the 
physical network

SDDC-RHOSWLD-VI-
SDN-003

Do not use EtherChannel 
(LAG, LACP, or vPC) 
configuration for ESXi host 
uplinks

n Simplifies configuration 
of top of rack switches.

n Teaming options 
available with vSphere 
Distributed Switch and 
N-VDS provide load 
balancing and failover.

n EtherChannel 
implementations might 
have vendor-specific 
limitations.

None.

SDDC-RHOSWLD-VI-
SDN-004

Use a physical network that 
is configured for BGP 
routing adjacency

n Supports flexibility in 
network design for 
routing multi-site and 
multi-tenancy 
workloads.

n Uses BGP as the only 
dynamic routing 
protocol that is 
supported by NSX-T.

n Supports failover 
between ECMP Edge 
uplinks.

Requires BGP configuration 
in the physical network.

Access Port Network Settings

Configure additional network settings on the access ports that connect the ToR switches to the 
corresponding servers.
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Table 2-57. Access Port Network Configuration

Setting Value

Spanning Tree Protocol (STP) Although this design does not use the Spanning Tree 
Protocol, switches usually include STP configured by 
default. Designate the access ports as trunk PortFast.

Trunking Configure the VLANs as members of an 802.1Q trunk. 
Optionally, the management VLAN can act as the native 
VLAN.

MTU n Set MTU for management VLANs and SVIs to 1500 
bytes.

n Set MTU for vMotion, vSAN, NFS, Uplinks, Host Overlay, 
and Edge Overlay VLANs and SVIs to 9000 bytes.

DHCP Helper Configure a DHCP helper (sometimes called a DHCP relay) 
on all Overlay VLANs. Set the DHCP helper (relay) to point 
to a DHCP server by IPv4 address.
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Table 2-58. Design Decisions on Access Ports for NSX-T Data Center in a Workload Domain

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
SDN-005

Assign persistent IP 
configurations to each 
management component in 
the SDDC with the 
exception for NSX-T tunnel 
endpoints (TEPs) that use 
dynamic IP allocation.

Ensures that endpoints 
have a persistent 
management IP address. In 
VMware Cloud Foundation, 
you assign storage (vSAN 
and NFS) and vSphere 
vMotion IP configurations 
by using user-defined 
network pools.

Requires precise IP address 
management.

SDDC-RHOSWLD-VI-
SDN-006

Set the lease duration for 
the NSX-T Host Overlay 
network DHCP scope to at 
least 7 days.

NSX-T Host Overlay 
VMkernel port IP addresses 
are assigned by using a 
DHCP server.

n NSX-T Host Overlay 
VMkernel ports do not 
have an administrative 
endpoint. As a result, 
they can use DHCP for 
automatic IP address 
assignment. IP pools 
are an option, but the 
NSX-T administrator 
must create them. If 
you must change or 
expand the subnet, 
changing the DHCP 
scope is simpler than 
creating an IP pool and 
assigning it to the ESXi 
hosts.

n DHCP simplifies the 
configuration of default 
gateway for Host 
Overlay VMkernel ports 
if hosts within same 
cluster are on separate 
Layer 2 domains.

Requires configuration and 
management of a DHCP 
server.

SDDC-RHOSWLD-VI-
SDN-007

Use VLANs to separate 
physical network functions.

n Supports physical 
network connectivity 
without requiring many 
NICs.

n Isolates the different 
network functions of 
the SDDC so that you 
can have differentiated 
services and prioritized 
traffic as needed.

Requires uniform 
configuration and 
presentation on all the 
trunks that are made 
available to the ESXi hosts.
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Jumbo Frames

IP storage throughput can benefit from the configuration of jumbo frames. Increasing the per-
frame payload from 1500 bytes to the jumbo frame setting improves the efficiency of data 
transfer. You must configure jumbo frames end-to-end. Select an MTU that matches the MTU of 
the physical switch ports.

n According to the purpose of the workload, determine whether to configure jumbo frames on 
a virtual machine. If the workload consistently transfers large amounts of network data, 
configure jumbo frames, if possible. In that case, confirm that both the virtual machine 
operating system and the virtual machine NICs support jumbo frames.

n Using jumbo frames also improves the performance of vSphere vMotion.

n The Geneve overlay requires an MTU value of 1700 bytes or greater.

Table 2-59. Design Decisions on the Jumbo Frames for NSX-T Data Center for the Workload 
Domain

Decision ID Design Decision Decision Justification Decision Implication

SDDC-RHOSWLD-VI-
SDN-008

Set the MTU size to at least 
1700 bytes (recommended 
9000 bytes for jumbo 
frames) on the physical 
switch ports, vSphere 
Distributed Switches, 
vSphere Distributed Switch 
port groups, and N-VDS 
switches that support the 
following traffic types:

n Geneve (overlay)

n vSAN

n vSphere vMotion

n NFS

n Improves traffic 
throughput.

n Supports Geneve by 
increasing the MTU size 
to a minimum of 1600 
bytes.

n Geneve is an extensible 
protocol. The MTU size 
might increase with 
future capabilities. 
While 1600 is sufficient, 
an MTU size of 1700 
bytes provides more 
room for increasing the 
Geneve MTU size 
without the need to 
change the MTU size of 
the physical 
infrastructure.

When adjusting the MTU 
size, you must also configure 
the entire network path 
(VMkernel ports, virtual 
switches, physical switches, 
and routers) to support the 
same MTU size.

NSX-T Manager Deployment Specification and Network Design for a Red Hat 
OpenShift Workload Domain

You determine the size of the compute resources, high availability implementation, and patching 
and upgrade support for the NSX-T Manager instance for the workload domain according to the 
design objectives and aggregated requirements of the tenant workloads of the SDDC.
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n Deployment Model for NSX-T Manager

As a best practice, you must deploy a highly available NSX-T Manager instance so that the 
NSX-T central control place can continue propagating configuration to the transport nodes. 
You also select an NSX-T Manager appliance size according to the number of ESXi hosts 
required to run the SDDC tenant workloads.

n Network Design for NSX-T Manager for a Red Hat OpenShift Workload Domain

For traffic segmentation, you place NSX-T Manager for the workload domain on the 
management VLAN and decide on the IP addressing scheme and name resolution for 
optimal support for the SDDC tenant workloads.

Deployment Model for NSX-T Manager

As a best practice, you must deploy a highly available NSX-T Manager instance so that the NSX-T 
central control place can continue propagating configuration to the transport nodes. You also 
select an NSX-T Manager appliance size according to the number of ESXi hosts required to run 
the SDDC tenant workloads.

Deployment Type

Table 2-60. Design Decisions on NSX-T Manager Deployment Type for a Workload Domain

Decision ID Design Decision Design Justification Design Implication

Deploy three NSX-T 
Manager nodes for the 
workload domain in the 
first cluster in the 
management domain for 
configuring and managing 
the network services for 
SDDC tenant workloads.

SDDC tenant workloads 
can be placed on isolated 
virtual networks, using load 
balancing, logical switching, 
dynamic routing, and 
logical firewalls services.

None.

Sizing Compute and Storage Resources for NSX-T Manager

When you size the resources for NSX-T management components, consider the compute and 
storage requirements for each component, and the number of nodes per component type.

Table 2-61. NSX-T Manager Resource Specification

Appliance Size vCPU Memory (GB) Storage (GB) Scale

Extra-Small 2 8 200 Cloud Service 
Manager only

Small 4 16 200 Proof of concept

Medium 6 24 200 Up to 64 ESXi hosts

Large 12 48 200 More than 64 ESXi 
hosts
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Table 2-62. Design Decisions on Sizing Resources for NSX-T Manager for a Workload Domain

Decision ID Design Decision Design Justification Design Implication

Deploy each node in the NSX-T 
Manager cluster for the 
workload domain as a large-size 
appliance.

A large-size appliance is 
sufficient for providing network 
services to the SDDC tenant 
workloads.

You must provide enough compute 
and storage resources in the 
management domain to support this 
NSX-T Manager cluster.

High Availability of NSX-T Manager

The NSX-T Manager cluster for the workload domain runs on the first cluster in the management 
domain. vSphere HA protects the NSX-T Manager appliances by restarting an NSX-T Manager 
appliance on a different ESXi host if a primary ESXi host failure occurs.
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Table 2-63. Design Decisions on the High Availability Configuration for NSX-T Manager for a 
Workload Domain

Decision ID Design Decision Design Justification Design Implication

Create a virtual IP (VIP) 
address for the NSX-T 
Manager cluster for the 
workload domain.

Provides high availability of 
the user interface and API 
of NSX-T Manager.

n The VIP address feature 
provides high availability 
only. It does not load 
balance requests across 
the cluster.

n When using the VIP 
address feature, all NSX-
T Manager nodes must 
be deployed on the 
same Layer 2 network.

Apply VM-VM anti-affinity 
rules in vSphere Distributed 
Resource Scheduler 
(vSphere DRS) to the NSX-
T Manager appliances.

Keeps the NSX-T Manager 
appliances running on 
different ESXi hosts for 
high availability.

n You must allocate at 
least four physical hosts 
so that the three NSX-T 
Manager appliances 
continue running if an 
ESXi host failure occurs.

n You must perform 
additional configuration 
for the anti-affinity rules.

In vSphere HA, set the 
restart priority policy for 
each NSX-T Manager 
appliance to high.

n NSX-T Manager 
implements the control 
plane for virtual 
network segments. If 
the NSX-T Manager 
cluster is restarted, 
applications that are 
connected to the NSX-
T VLAN or virtual 
network segments lose 
connectivity only for a 
short time until the 
control plane quorum is 
re-established.

n Setting the restart 
priority to high reserves 
highest for future 
needs.

If the restart priority for 
another management 
appliance is set to highest, 
the connectivity delays for 
services will be longer.

Network Design for NSX-T Manager for a Red Hat OpenShift Workload Domain

For traffic segmentation, you place NSX-T Manager for the workload domain on the management 
VLAN and decide on the IP addressing scheme and name resolution for optimal support for the 
SDDC tenant workloads.

Network Segment

For secure access to the ESXi hosts and vCenter Server, in each region, NSX-T Manager for the 
workload domain is connected to the management VLAN segment.
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Table 2-64. Design Decisions on the Network Segment for NSX-T Manager for a Workload 
Domain

Decision ID Design Decision Design Justification Decision Implication

Place the appliances of the 
NSX-T Manager cluster on the 
management VLAN segment.

n Provides direct secure connection to the ESXi 
hosts and vCenter Server for edge node 
management and distributed network 
services.

n Reduces the number of required VLANs 
because a single VLAN can be allocated to 
both, vCenter Server and NSX-T.

None.

IP Addressing Scheme

You can assign the IP addresses of the NSX-T Manager appliances by using DHCP or statically 
according to the network configuration in your environment.

Table 2-65. Design Decisions on IP Addressing for NSX-T Manager for a Workload Domain

Decision ID Design Decision Design Justification Design Implication

Allocate a statically assigned IP 
address and host name to the 
nodes of the NSX-T Manager 
cluster.

Ensures stability across the SDDC, 
makes it simpler to maintain and track, 
and to implement a DNS configuration.

Requires precise IP address 
management.

Name Resolution

NSX-T Manager node name resolution, including the internal virtual IP addresses (VIPs), uses a 
region-specific suffix, that is, sfo.rainpole.io.

Table 2-66. Design Decisions on Name Resolution for NSX-T Manager for a Workload Domain

Decision ID Design Decision Design Justification Design Implication

Configure forward and reverse 
DNS records for the nodes of the 
NSX-T Manager cluster for the 
workload domain, assigning the 
record to the child domain.

The NSX-T Manager nodes and VIP 
address are accessible by using 
fully qualified domain names instead 
of by using IP addresses only.

You must provide DNS 
records for the NSX-T 
Manager nodes for the 
workload domain.

Time Synchronization

Time synchronization provided by the Network Time Protocol (NTP) is important to ensure that 
all components within the SDDC are synchronized to the same time source.

Table 2-67. Design Decisions on Time Synchronization for NSX-T Manager

Decision ID Design Decision Design Justification Design Implication

Configure NTP on each NSX-T 
Manager appliance.

NSX-T Manager depends on time 
synchronization.

None.
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NSX-T Edge Deployment Specification and Network Design for a Red Hat 
OpenShift Workload Domain

For traffic segmentation, you place NSX-T Manager for the workload domain on the management 
VLAN and decide on the IP addressing scheme and name resolution for optimal support for the 
NSX-T Edge nodes.

n Deployment Specification of the NSX-T Edge Nodes for a Red Hat OpenShift Workload 
Domain

You determine the size of the compute resources, high availability implementation, and 
patching and upgrade support for the NSX-T Edge nodes for the workload domain 
according to the design objectives and aggregated requirements of the tenant workloads of 
the SDDC.

n Network Design for the NSX-T Edge Nodes for a Red Hat OpenShift Workload Domain

You implement an NSX-T Edge configuration with a single N-VDS. You connect the uplink 
network interfaces of the edge appliance to VLAN trunk port groups that are connected to 
particular physical NICs on the host.

n Uplink Policy Design for the NSX-T Edge Nodes for a Red Hat OpenShift Workload Domain

By using uplink profiles, you can apply consistent policy on the uplinks of the N-VDS 
instance on each NSX-T Edge appliance. The uplink profile for the NSX-T Edge appliances 
supports the VLANs for connection to physical Layer 3 devices.

Deployment Specification of the NSX-T Edge Nodes for a Red Hat OpenShift Workload Domain

You determine the size of the compute resources, high availability implementation, and patching 
and upgrade support for the NSX-T Edge nodes for the workload domain according to the 
design objectives and aggregated requirements of the tenant workloads of the SDDC.

n Deployment Model for the NSX-T Edge Nodes for a Red Hat OpenShift Workload Domain

For NSX-T Edge nodes, you determine the form factor and the appliance number and place 
according to the requirements for network services in the workload domain.

n High Availability Design for the NSX-T Edge Nodes for a Red Hat OpenShift Workload 
Domain

The NSX-T Edge cluster for a workload domain runs on the shared edge and workload 
cluster. vSphere HA and vSphere DRS protect the NSX-T Edge appliances.

Deployment Model for the NSX-T Edge Nodes for a Red Hat OpenShift Workload Domain
For NSX-T Edge nodes, you determine the form factor and the appliance number and place 
according to the requirements for network services in the workload domain.

An NSX-T Edge node is an appliance that provides centralized networking services which can not 
be distributed to hypervisors, such as load balancing, NAT, VPN, and physical network uplinks. 
Some services, such as T-0 gateways, are limited to a single instance per NSX-T Edge node. 
However, most services can coexist in these nodes.
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NSX-T Edge nodes are grouped in one or more Edge Clusters, representing a pools of capacity 
for NSX-T Data Center services.

Form Factors of NSX-T Edge Nodes

An NSX-T Edge node can be deployed as a virtual appliance or installed on bare metal hardware. 
The edge node on bare-metal hardware can have better performance capabilities at the expense 
of more difficult deployment and limited deployment topology use cases.

Design Component Edge Virtual Appliance Edge Bare Metal Appliance Considerations

Ease of deployment and 
ease of expansion

↑↑ ↓ n You can deploy NSX-T 
Edge virtual appliances 
by using the vSphere 
Client user interface or 
via SDDC Manager 
automated deployment.

n Deployment of bare 
metal appliances have 
certain hardware 
compatibility 
requirements and must 
be manually deployed 
and connected to the 
environment.

Ease of upgrade and life 
cycle management

o ↓ n NSX-T Manager provides 
life cycle management 
for associated NSX-T 
Edge nodes.

n NSX-T Edge nodes on 
bare metal hardware 
require individual 
hardware life cycle 
management of 
firmware, drivers, and so 
on.

Manageability ↑↑ o NSX-T Edge nodes on bare 
metal hardware require 
individual monitoring and 
management of the 
hardware, such as failures, 
firmware, and so on.
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Design Component Edge Virtual Appliance Edge Bare Metal Appliance Considerations

Availability and 
recoverability

↑↑ ↓ n If an ESXi host running 
an NSX-T Edge virtual 
appliance node fails, 
vSphere HA 
automatically restarts the 
appliance on a remaining 
ESXi host in the vSphere 
Cluster.

n If a failure of an NSX-T 
Edge node on bare metal 
hardware occurs, it must 
be redeployed.

Capability o o NSX-T Edge virtual 
appliances and NSX-T Edge 
nodes on bare metal 
hardware provide the same 
network services.

Design agility ↑ ↓ NSX-T Edge nodes on bare 
metal hardware do not 
support multiple availability 
zones.

Performance ↑ ↑↑ n In certain use cases, an 
NSX-T Edge node on 
bare metal hardware can 
support more raw 
performance and lower 
latency.

n The performance of an 
NSX-T Edge virtual 
appliance depends on 
the underlying ESXi host. 
To improve 
performance, migrate 
the appliance to a host 
that has higher 
performance.

Capacity o ↑ n In rare use cases, an 
NSX-T Edge node on 
bare metal hardware can 
support more raw 
capacity.

n NSX-T Edge virtual 
appliance can easily be 
scaled up and down as 
needed.

Sizing Compute and Storage Resources for NSX-T Edge Nodes

When you size the resources for NSX-T components, consider the compute and storage 
requirements for each component, and the number of nodes per component type.
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Table 2-68. Resource Specifications of NSX-T Edge Nodes per Form Factor

Form Factor Appliance Size CPU or vCPU Memory (GB) Storage (GB)

NSX-T Edge on 
bare metal 
hardware

Minimum 
requirements

- 8 CPU 8 200

Recommended 
requirements

- 24 CPU 265 500

NSX-T Edge virtual appliance Small

Use for proof of 
concept only

2 vCPU 4 200

Medium 4 vCPU 8 200

Large

Use in large 
environments 
that require load 
balancers

8 vCPU 32 200

Extra Large 16 64 200

Table 2-69. Design Decisions on the Form Factor and Sizing for the NSX-T Edge Nodes

Design ID Design Decision Design Justification Design Implication

n The deployment and 
life cycle management 
of virtual edges node is 
simpler.

n You can migrate virtual 
machine form factor 
between physical 
locations to support 
advanced deployment 
topologies such as 
multiple availability 
zones.

None.

High Availability Design for the NSX-T Edge Nodes for a Red Hat OpenShift Workload Domain
The NSX-T Edge cluster for a workload domain runs on the shared edge and workload cluster. 
vSphere HA and vSphere DRS protect the NSX-T Edge appliances.

NSX-T Edge Cluster Design

The NSX-T Edge cluster is a logical grouping of NSX-T Edge transport nodes. These NSX-T Edge 
appliances run on a vSphere Cluster, and provide north-south routing and network services for 
tenant workloads. You can dedicate this vSphere Cluster only to NSX-T Edge appliances or it can 
be shared with tenant workloads.

Shared Edge and Workload Cluster in the workload domain

The first cluster in the workload domain contains NSX-T Edge components and tenant 
workloads. See the vSphere Cluster Design for a Red Hat OpenShift Workload Domain.

Dedicated Edge vSphere Cluster
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A dedicated vSphere Cluster contains only NSX-T Edge appliances.

Table 2-70. Design Decisions on the NSX-T Edge Cluster Configuration

Decision ID Design Decision Design Justification Design Implications

n Deploy the NSX-T Edge 
virtual appliances to the 
shared edge and 
workload cluster in the 
workload domain.

n Do not configure a 
dedicated vSphere 
cluster for edge nodes.

n Keeps tenant network 
traffic local to the 
workload domain.

n Simplifies configuration 
and minimizes the 
number of ESXi hosts 
required for initial 
deployment.

NSX-T Edge appliances are 
co-located with tenant 
workloads. Ensure that 
tenant workloads do not 
prevent NSX-T Edge nodes 
from moving network traffic.

Create an NSX-T Edge 
Cluster with two nodes 
deployed to the shared 
edge and workload cluster.

Creates the NSX-T Edge 
Cluster for satisfying the 
requirements for availability 
and scale.

When additional NSX-T Edge 
nodes are added, the 
Resource Pool Memory 
Reservation must be 
adjusted.

Create a Resource Pool in 
the root of the shared edge 
and workload cluster object 
for NSX-T Edge appliances.

n To ensure adequate 
resources for tenant 
and control plane 
workloads, there must 
be no virtual machines 
in the root of the 
cluster.

Deploying a Resource Pool 
for NSX-T Edge appliances 
allows you to ensure the 
NSX-T Edge Cluster receives 
adequate compute 
resources during times of 
contention.

Tenant workloads might not 
be able to use their allocated 
memory during times of 
contention.

Configure the NSX-T Edge 
Resource Pool with a 64GB 
memory reservation and 
high CPU share value.

n Configuring the 
Resource Pool for NSX-
T Edge appliances with 
a full memory 
reservation allows you 
to ensure the NSX-T 
Edge Cluster receives 
adequate memory 
resources during times 
of contention.

n Setting the CPU share 
value to high gives 
priority to NSX-T Edge 
appliances in times of 
CPU contention.

Tenant workloads might not 
be able to use their allocated 
memory or CPU during times 
of contention.

Apply VM-VM anti-affinity 
rules for vSphere DRS to 
the virtual machines of the 
NSX-T Edge cluster.

Keeps the NSX-T Edge 
nodes running on different 
ESXi hosts for high 
availability.

You must perform additional 
tasks to set up the anti-
affinity rules.
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Table 2-70. Design Decisions on the NSX-T Edge Cluster Configuration (continued)

Decision ID Design Decision Design Justification Design Implications

In vSphere HA, set the 
restart priority policy for 
each NSX-T Edge appliance 
to high.

n NSX-T Edge VMs are 
part of the north/south 
data path for overlay 
segments. High priority 
order ensure lower 
priority VMs will have 
connectivity.

n Setting the restart 
priority to high reserves 
highest for future 
needs.

If the restart priority for 
another VM is set to highest, 
the connectivity delays for 
other appliances will be 
longer.

Configure all NSX-T Edge 
nodes as transport nodes.

Enables the participation of 
NSX-T Edge nodes in the 
overlay network for 
delivery of services to the 
SDDC workloads such as 
routing and load balancing.

None.

Create an NSX-T Edge 
Cluster with the default 
Bidirectional Forwarding 
Detection (BFD) 
configuration between the 
NSX-T Edge nodes in the 
cluster.

n Satisfies the availability 
requirements by 
default.

n Edge nodes must 
remain available to 
create services such as 
NAT, routing to 
physical networks, and 
load balancing.

None.

Network Design for the NSX-T Edge Nodes for a Red Hat OpenShift Workload Domain

You implement an NSX-T Edge configuration with a single N-VDS. You connect the uplink 
network interfaces of the edge appliance to VLAN trunk port groups that are connected to 
particular physical NICs on the host.

The NSX-T Edge node contains an NSX-T managed virtual switch called an N-VDS. This internal 
N-VDS is used to define traffic flow through the interfaces of the edge node. An N-VDS can be 
connected to one or more interfaces. Interfaces can not be shared between N-VDS instances.
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Figure 2-12. NSX-T Edge Networking
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Table 2-71. Design Decisions on the Network Configuration of the NSX-T Edge Appliances

Decision ID Design Decision Design Justification Design Implication

Connect the management 
interface eth0 of each NSX-
T Edge node to the 
management VLAN.

Provides connection to the 
NSX-T Manager cluster.

None.

n Connect the fp-eth0 
interface of each NSX-T 
Edge appliance to a 
VLAN trunk port group 
pinned to physical NIC 
0 of the host.

n Connect the fp-eth1 
interface of each NSX-T 
Edge appliance to a 
VLAN trunk port group 
pinned to physical NIC 1 
of the host.

n Leave the fp-eth2 
interface of each NSX-T 
Edge appliance unused.

Because VLAN trunk port 
groups pass traffic for all 
VLANs, VLAN tagging can 
occur in the NSX-T Edge 
node itself for easy post-
deployment configuration.

n By using two separate 
VLAN trunk port 
groups, you can direct 
traffic from the NSX-T 
Edge node to a 
particular host network 
interface and top of 
rack switch as needed.

None.

Use a single N-VDS in the 
NSX-T Edge nodes.

n Simplifies deployment 
of the edge nodes.

n The same N-VDS switch 
design can be used 
regardless of edge 
form factor.

n Supports multiple TEP 
interfaces in the edge 
node.

n vSphere Distributed 
Switch is not supported 
in the edge node.

None.

Uplink Policy Design for the NSX-T Edge Nodes for a Red Hat OpenShift Workload Domain

By using uplink profiles, you can apply consistent policy on the uplinks of the N-VDS instance on 
each NSX-T Edge appliance. The uplink profile for the NSX-T Edge appliances supports the 
VLANs for connection to physical Layer 3 devices.

Uplink profiles define policies for the links from the NSX-T Edge transport nodes to top of rack 
switches. Uplink profiles are containers for the properties or capabilities for the network 
adapters. Uplink profiles are applied to the N-VDS of the NSX-T Edge transport node.

Uplink profiles can use either load balance source or failover order teaming. If using load balance 
source, multiple uplinks can be active. If using failover order, only a single uplink can be active.

Teaming can be configured by using the default teaming policy or a user-defined named teaming 
policy. You can use named teaming policies to pin traffic segments to designated edge uplinks.
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Table 2-72. Design Decisions on the NSX-T Edge Uplink Policy

Decision ID Design Decision Design Justification Design Implication

Create one uplink profile 
for the edge node with 
three teaming policies.

n Default teaming policy 
of load balance source 
both active uplinks 
uplink-1 and uplink-2.

n Named teaming policy 
of failover order with a 
single active uplink 
uplink-1 without 
standby uplinks.

n Named teaming policy 
of failover order with a 
single active uplink 
uplink-2 without 
standby uplinks.

n An NSX-T Edge node 
that uses a single N-
VDS can have only one 
uplink profile.

n For increased resiliency 
and performance, 
supports the 
concurrent use of both 
edge uplinks through 
both physical NICs on 
the ESXi hosts.

n The default teaming 
policy increases overlay 
performance and 
availability by using 
multiple Host Overlay 
VMkernel ports and 
appropriate balancing 
of overlay traffic.

n By using named 
teaming policies, you 
can connect an edge 
uplink to a specific host 
uplink and from there 
to a specific top of rack 
switch in the data 
center.

n Enables ECMP in each 
availability zone 
because the NSX-T 
Edge nodes can uplink 
to the physical network 
over two different 
VLANs.

VLAN ID is required in the 
uplink profile. Hence, you 
must create an uplink 
profile for each VLAN used 
by the NSX-T Edge virtual 
machines.

You can use this policy only 
with ESXi hosts. Edge virtual 
machines must use the 
failover order teaming 
policy.

Use a dedicated VLAN for 
the NSX-T Edge Overlay 
network that is segmented 
from the Host Overlay 
VLAN.

The NSX-T Edge Overlay 
network must be isolated 
from the Host Overlay 
network to protect the 
Host Overlay traffic from 
NSX-T Edge-generated 
overlay traffic.

n You must have routing 
between the VLANs for 
NSX-T Edge Overlay and 
Host Overlay.

n You must allocate 
another VLAN in the 
data center 
infrastructure for NSX-T 
Edge Overlay traffic.
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Life Cycle Management Design of NSX-T Data Center for a Red Hat OpenShift 
Workload Domain

You decide on the life cycle management of the NSX-T Data Center components according to 
the amount of time and effort to perform a deployment, upgrade, or patch operation. You also 
consider the impact such an operation has on the solutions that are connected to NSX-T Data 
Center for the workload domain.

Life cycle management of NSX-T involves the process of applying patches, updates, or upgrades 
to the NSX-T Data Center appliances and hypervisor components. In a typical environment, you 
perform life cycle management by using the Upgrade Coordinator which is a service in NSX-T 
Manager. When you implement a solution by using VMware Cloud Foundation, you use SDDC 
Manager for life cycle management of the entire SDDC.

Table 2-73. Design Decisions on Life Cycle Management of NSX-T Data Center

Decision ID Design Decision Design Justification Design Implication

Use SDDC Manager to 
perform the life cycle 
management of NSX-T 
Manager and related 
components in the 
workload domain.

Because the deployment 
scope of SDDC Manager 
covers the full SDDC stack, 
SDDC Manager performs 
patching, update, or 
upgrade of the workload 
domain as a single process.

The operations team must 
understand and be aware of 
the impact of a patch, 
update, or upgrade 
operation by using SDDC 
Manager.

NSX-T Services Design for a Red Hat OpenShift Workload Domain

NSX-T Edge clusters are pools of capacity for NSX-T service router and load balancing functions.

North - South Routing

The routing design considers different levels of routing in the environment, such as number and 
type of NSX-T gateways, dynamic routing protocol, and so on. At each level, you apply a set of 
principles for designing a scalable routing solution.

Routing can be defined in the following directions:

n North-south traffic is traffic leaving or entering the NSX-T domain, for example, a virtual 
machine on an overlay network communicating with an end-user device on the corporate 
network.

n East-west traffic is traffic that remains in the NSX-T domain, for example, two virtual 
machines on the same or different segments communicating with each other.

As traffic flows north-south, edge nodes can be configured to pass traffic in an active-standby or 
an active-active model, where active-active can scale up to 8 active nodes. NSX-T service routers 
(SRs) for north-south routing are configured an active-active equal-cost multi-path (ECMP) mode 
that supports route failover of Tier-0 gateways in seconds.
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Table 2-74. Features of Active-Active and Active-Standby SRs

Design Component Active-Active Active-Standby Comment

Bandwidth per node 0 0 Bandwidth per node is the 
same because it is 
independent of the Tier- 0 
gateway failover model.

Total aggregate bandwidth ↑↑↑↑ 0 n The active-active mode 
can support up to 8 NSX-
T Edge nodes per 
northbound SR.

n The active-standby 
mode is limited to a 
single active NSX-T 
node.

Availability ↑ 0 With up to 8 active-active 
NSX-T Edge nodes, 
availability can be as high as 
N+7, while for the active-
standby mode it is N+1.

Failover Time 0 0 Both are capable of sub-
second failover with use of 
BFD.

Routing Protocol Support ↓ 0 The active-active mode 
requires BGP for ECMP 
failover.
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Figure 2-13. Dynamic Routing in a Single Availability Zone
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Table 2-75. Design Decisions on the High Availability Mode of Tier-0 Gateways

Decision ID Design Decision Design Justification Design Implication

Deploy an active-active 
Tier-0 gateway.

Supports ECMP north-south 
routing on all Edge nodes 
in the NSX-T Edge cluster.

Active-active Tier-0 
gateways cannot provide 
stateful services such as 
NAT .
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Table 2-76. Design Decisions on Edge Uplink Configuration for North-South Routing

Decision ID Design Decision Design Justification Design Implication

To enable ECMP between 
the Tier-0 gateway and the 
Layer 3 devices (ToR 
switches or upstream 
devices), create two 
VLANs.

The ToR switches or 
upstream Layer 3 devices 
have an SVI on one of the 
two VLANs and each NSX-
T Edge node in the cluster 
has an interface on each 
VLAN.

Supports multiple equal-
cost routes on the Tier-0 
gateway and provides 
more resiliency and better 
bandwidth use in the 
network.

Additional VLANs are 
required.

Assign a named teaming 
policy to the VLAN 
segments to the Layer 3 
device pair.

Pins the VLAN traffic on 
each segment to its target 
Edge node interface. From 
there the traffic is directed 
to the host physical NIC 
that is connected to the 
target top of rack switch.

None.

Create a VLAN transport 
zone for NSX-T Edge uplink 
traffic.

Enabled the configuration 
of VLAN segments on the 
N-VDS in the Edge nodes.

Additional VLAN transport 
zones are required if the 
edge nodes are not 
connected to the same top 
of rack switch pair.

Table 2-77. Design Decisions on Dynamic Routing

Decision ID Design Decision Design Justification Design Implication

Use BGP as the dynamic 
routing protocol.

n Enables the dynamic 
routing by using NSX-T. 
NSX-T supports only 
BGP for dynamic 
routing.

In environments where BGP 
cannot be used, you must 
configure and manage static 
routes.

Configure the BGP Keep 
Alive Timer to 4 and Hold 
Down Timer to 12 between 
the top of tack switches 
and the Tier-0 gateway.

Provides a balance 
between failure detection 
between the top of rack 
switches and the Tier-0 
gateway and 
overburdening the top of 
rack switches with keep-
alive traffic.

By using longer timers to 
detect if a router is not 
responding, the data about 
such a router remains in the 
routing table longer. As a 
result, the active router 
continues to send traffic to a 
router that is down.
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Table 2-77. Design Decisions on Dynamic Routing (continued)

Decision ID Design Decision Design Justification Design Implication

Do not enable Graceful 
Restart between BGP 
neighbors.

Avoids loss of traffic.

On the Tier-0 gateway, 
BGP peers from all the 
gateways are always 
active. On a failover, the 
Graceful Restart capability 
increases the time a remote 
neighbor takes to select an 
alternate Tier-0 gateway. 
As a result, BFD-based 
convergence is delayed.

None.

Enable helper mode for 
Graceful Restart mode 
between BGP neighbors.

Avoids loss of traffic.

During a router restart, 
helper mode works with 
the graceful restart 
capability of upstream 
routers to maintain the 
forwarding table which in 
turn will forward packets to 
a down neighbor even after 
the BGP timers have 
expired causing loss of 
traffic.

None.

Enable Inter-SR iBGP 
routing.

In the event that an NSX-T 
Edge node as all of its 
northbound eBGP sessions 
are down, north-south 
traffic will continue to flow 
by routing traffic to a 
different NSX-T Edge node.

None.

Intra-SDN Routing

Gateways are needed to provide routing between logical segments created in the NSX-T based 
SDN. Logical segments can be connected directly to a Tier-0 or Tier-1 gateway.
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Table 2-78. Design Decisions on Tier-1 Gateway Configuration

Decision ID Design Decision Design Implication Design Justification

Deploy a Tier-1 gateway 
and connect it to the Tier-0 
gateway.

Creates a two-tier routing 
architecture.

A Tier-1 gateway can only be 
connected to a single Tier-0 
gateway.

In cases where multiple 
Tier-0 gateways are 
required, you must create 
multiple Tier-1 gateways.

Deploy a Tier-1 gateway to 
the NSX-T Edge cluster.

Enables stateful services, 
such as load balancers and 
NAT, for SDDC 
management components.

Because a Tier-1 gateway 
always works in active-
standby mode, the 
gateway supports stateful 
services.

None.

Deploy a Tier-1 gateway in 
non-preemptive failover 
mode.

Ensures that after a failed 
NSX-T Edge transport node 
is back online, it does not 
take over the gateway 
services thus causing a 
short service outage.

None.

Overlay Design for NSX-T Data Center for a Red Hat OpenShift Workload 
Domain

As part of the overlay design, you determine the NSX-T Data Center configuration for handling 
traffic between tenant workloads. You determine the configuration of vSphere Distributed Switch 
and virtual segments on it, and of the transport zones.

This conceptual design for NSX-T provides the network virtualization design of the logical 
components that handle the data to and from tenant workloads in the environment.

ESXi Host Transport Nodes

An NSX-T transport node is a node that is capable of participating in an NSX-T overlay network. 
The workload domain contains multiple ESXi hosts in a vSphere cluster to support workloads. 
You register these ESXi hosts as NSX-T transport nodes so that networks and workloads on that 
host can use the capabilities of NSX-T Data Center. During the preparation process, the native 
vSphere Distributed Switch for the workload domain is extended with NSX-T capabilities.
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Table 2-79. Design Decisions on ESXi Host Transport Nodes

Decision ID Design Decision Design Justification Design Implication

Enable all ESXi hosts in the 
workload domain as NSX-T 
transport nodes.

Enables distributed routing, 
logical segments, and 
distributed firewall.

None.

Configure each ESXi host 
as a transport node without 
using transport node 
profiles.

n Enables the 
participation of ESXi 
hosts and the virtual 
machines on them in 
NSX-T overlay and 
VLAN networks.

You must configure each 
transport node with an 
uplink profile individually.

Virtual Switches

NSX-T segments are logically abstracted segments to which you can connect tenant workloads. 
A single segment is mapped to a unique Geneve segment that is distributed across the ESXi 
hosts in a transport zone. The segment supports line-rate switching in the ESXi host without the 
constraints of VLAN sprawl or spanning tree issues.

Consider the following limitations of distributed switches:

n Distributed switches are manageable only when the vCenter Server instance is available. You 
can consider vCenter Server a Tier-1 application.

n Distributed switches with NSX-T capabilities are manageable only when the vCenter Server 
instance and NSX-T Manager cluster is available. You can Center Server and NSX-T Manager 
as Tier-1 applications.

n N-VDS instances are manageable only when the NSX-T Manager cluster is available. You can 
consider the NSX-T Manager cluster as a Tier-1 application.

Table 2-80. Design Decision on Virtual Switches for NSX-T Data Center

Decision ID Design Decision Design Justification Design Implication

Use a vSphere Distributed 
Switch for the shared edge 
and workload cluster that is 
enabled for NSX-T Data 
Center.

n Use the existing 
vSphere Distributed 
Switch.

n Provides NSX-T logical 
segment capabilities to 
support advanced use 
cases.

To use features such as 
distributed routing, tenant 
workloads must be 
connected to NSX-T 
segments.

Management occurs jointly 
from the vSphere Client to 
NSX-T Manager. However, 
you must perform all 
network monitoring in the 
NSX-T Manager user 
interface or another solution.
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Configuration of the vSphere Distributed Switch with NSX-T

The shared edge and workload cluster in the workload domain uses a single vSphere Distributed 
Switch with a configuration for system traffic types, NIC teaming, and MTU size. See vSphere 
Networking Design for a Red Hat OpenShift Workload Domain.

To support traffic uplink and overlay traffic for the NSX-T Edge nodes for the workload domain, 
you must create several port groups on the vSphere Distributed Switch for the workload domain. 
The VMkernel adapter for the Host TEP is connected to the host overlay VLAN, but does not 
require a dedicated port group on the distributed switch. The VMkernel network adapter for Host 
TEP is automatically created when you configure the ESXi host as a transport node.

NSX-T Edge appliances and the VMkernel adapter for Host Overlay be connected to different 
VLANs and subnets. The VLAN IDs for the NSX-T Edge nodes are mapped to the VLAN trunk 
port groups sfo-w01-cl01-vds01-pg-uplink01 and sfo-w01-cl01-vds01-pg-uplink02 on the host.

Table 2-81. vSphere Distributed Switch Configuration for the Workload Domain

Switch Name Type Function

Number of 
Physical NIC 
Ports Teaming Policy MTU

sfo-w01-cl01-vds01 vSphere 
Distributed 
Switch 7.0

n ESXi 
Management

n vSphere 
vMotion

n vSAN

n NFS

n Host Overlay

n Edge Uplinks 
and Overlay - 
VLAN 
Trunking

2 n Load balance 
source for 
the ESXi 
traffic

n Failover 
order for the 
NSX-T Edge 
uplinks

9000

Table 2-82. sfo-w01-cl01-vds01 Switch Configuration Per Physical NIC

vmnic Function Connected to

0 Uplink Top of rack switch 1

1 Uplink Top of rack switch 2

Table 2-83. Segments on sfo-w01-cl01-vds01 in a Single Availability Zone

Segment Name Type Purpose

sfo01-w01-cl01-vds01-pg-mgmt VLAN Management traffic

sfo01-w01-cl01-vds01-pg-vmotion VLAN vSphere vMotion traffic

sfo01-w01-cl01-vds01-pg-vsan VLAN vSAN traffic

sfo-w01-cl01-vds01-pg-uplink01 VLAN Trunk Edge node overlay and uplink traffic to 
the first top of rack switch

sfo-w01-cl01-vds01-pg-uplink02 VLAN Trunk Edge node overlay and uplink traffic to 
the second top of rack switch
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Table 2-83. Segments on sfo-w01-cl01-vds01 in a Single Availability Zone (continued)

Segment Name Type Purpose

sfo-w01-cl01-vds01-pg-nfs VLAN NFS traffic

auto created (Host TEP) - Host overlay

auto created (Host TEP) - Host overlay

auto created (Hyperbus) - -

Geneve Overlay

Geneve provides the overlay capability in NSX-T to create isolated, multi-tenant broadcast 
domains across data center fabrics, and enables customers to create elastic, logical networks 
that span physical network boundaries.

The first step in creating these logical networks is to isolate and pool the networking resources. 
By using the Geneve overlay, NSX-T isolates the network into a pool of capacity and separates 
the consumption of these services from the underlying physical infrastructure. This model is 
similar to the model vSphere uses to abstract compute capacity from the server hardware to 
create virtual pools of resources that can be consumed as a service. You can then organize the 
pool of network capacity in logical networks that are directly attached to specific applications.

Geneve is a tunneling mechanism which provides extensibility while still using the offload 
capabilities of NICs for performance improvement.

Geneve works by creating Layer 2 logical networks that are encapsulated in UDP packets. A 
Segment ID in every frame identifies the Geneve logical networks without the need for VLAN 
tags. As a result, many isolated Layer 2 networks can coexist on a common Layer 3 infrastructure 
using the same VLAN ID.

In the vSphere architecture, the encapsulation is performed between the NIC of the virtual 
machine and the logical port on the virtual switch, making the Geneve overlay transparent to 
both the guest virtual machines and the underlying Layer 3 network. The Tier-0 Gateway 
performs gateway services between overlay and non-overlay hosts, for example, a physical 
server or the Internet router. The NSX-T Edge node translates overlay segment IDs to VLAN IDs, 
so that non-overlay hosts can communicate with virtual machines on an overlay network.

The NSX-T Edge cluster hosts all NSX-T Edge node instances that connect to the corporate 
network for secure and centralized network administration.
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Table 2-84. Design Decisions on Geneve Overlay

Decision ID Design Decision Design Justification Design Implication

To provide virtualized 
network capabilities to 
tenant workloads, use 
overlay networks with NSX-
T Edge nodes and 
distributed routing.

n Creates isolated, multi-
tenant broadcast 
domains across data 
center fabrics to deploy 
elastic, logical networks 
that span physical 
network boundaries.

n Enables advanced 
deployment topologies 
by introducing Layer 2 
abstraction from the 
data center networks.

Requires configuring 
transport networks with an 
MTU size of at least 1700 
bytes.

Transport Zones

Transport zones determine which hosts can participate in the use of a particular network. A 
transport zone identifies the type of traffic, VLAN or overlay, and the vSphere Distributed Switch 
name. You can configure one or more VLAN transport zones and a single overlay transport zone 
per virtual switch. A transport zone does not represent a security boundary.

Figure 2-14. Transport Zone Design
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Table 2-85. Design Decision on the Transport Zone Configuration for NSX-T Data Center

Decision ID Design Decision Design Implication Design Justification

Create a single overlay 
transport zone for all 
overlay traffic across the 
workload domain and NSX-
T Edge nodes.

n Ensures that overlay 
segments are 
connected to an NSX-T 
Edge node for services 
and north-south 
routing.

n Ensures that all 
segments are available 
to all ESXi hosts and 
NSX-T Edge nodes 
configured as transport 
nodes.

None.

Create a single VLAN 
transport zone for uplink 
VLAN traffic that is applied 
only to NSX-T Edge nodes.

Ensures that uplink VLAN 
segments are configured 
on the NSX-T Edge 
transport nodes.

If VLAN segments are 
needed on hosts, you must 
create another VLAN 
transport zone for the host 
transport nodes only.

Uplink Policy for ESXi Host Transport Nodes

Uplink profiles define policies for the links from ESXi hosts to NSX-T segments or from NSX-T 
Edge appliances to top of rack switches. By using uplink profiles, you can apply consistent 
configuration of capabilities for network adapters across multiple ESXi hosts or NSX-T Edge 
nodes.

Uplink profiles can use either load balance source or failover order teaming. If using load balance 
source, multiple uplinks can be active. If using failover order, only a single uplink can be active.

Table 2-86. Design Decisions on the Uplink Profile for ESXi Transport Nodes

Decision ID Design Decision Decision Justification Decision Implication

Create an uplink profile 
with the load balance 
source teaming policy with 
two active uplinks for ESXi 
hosts.

For increased resiliency 
and performance, supports 
the concurrent use of both 
physical NICs on the ESXi 
hosts that are configured 
as transport nodes.

None.

Replication Mode of Segments

The control plane decouples NSX-T Data Center from the physical network. The control plane 
handles the broadcast, unknown unicast, and multicast (BUM) traffic in the virtual segments.

The following options are available for BUM replication on segments.
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Table 2-87. BUM Replication Modes of NSX-T Segments

BUM Replication Mode Description

Hierarchical Two-Tier The ESXi host transport nodes are grouped according to 
their TEP IP subnet. One ESXi host in each subnet is 
responsible for replication to an ESXi host in another 
subnet. The receiving ESXi host replicates the traffic to the 
ESXi hosts in its local subnet.

The source ESXi host transport node knows about the 
groups based on information it has received from the NSX-
T Controller. The system can select an arbitrary ESXi host 
transport node as the mediator for the source subnet if the 
remote mediator ESXi host node is available.

Head-End In this mode, the ESXi host transport node at the origin of 
the frame to be flooded on a segment sends a copy to 
every other ESXi host transport node that is connected to 
this segment.

Table 2-88. Design Decisions on Segment Replication Mode

Decision ID Design Decision Design Justification Design Implications

Use hierarchical two-tier 
replication on all segments.

Hierarchical two-tier 
replication is more efficient 
by reducing the number of 
ESXi hosts the source ESXi 
host must replicate traffic 
to.

None.

Virtual Network Segment Design for NSX-T for a Red Hat OpenShift Workload 
Domain

Applications that are deployed on top of the workload domain can use a pre-defined 
configuration of NSX-T virtual network segments.

NSX-T segments provide flexibility for workload placement by removing the dependence on 
traditional physical data center networks. This approach also improves security and mobility of 
the applications and reduces the integration effort with existing customer networks.

Table 2-89. Design Decisions on Virtual Network Segments in NSX-T Data Center

Decision ID Design Decision Design Justification Design Implication

Create one or more region-
specific NSX-T virtual 
network segments for 
workloads that are 
assigned to a specific 
region.

Enables workload mobility 
within the data center 
without complex physical 
network configuration.

Each NSX-T virtual network 
segment requires a unique IP 
address space.
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Information Security and Access Design for NSX-T for a Red Hat OpenShift 
Workload Domain

You design authentication access, controls, and certificate management for the NSX-T Data 
Center instance in the workload domain according to industry standards and the requirements of 
your organization.

Identity Management

Users can authenticate to NSX-T Manager from several sources. Role-based access control is not 
available with local user accounts.

n Local user accounts

n Active Directory by using LDAP

n Active Directory by using Workspace ONE Access

n Principal identity

Table 2-90. Design Decisions on Identity Management in NSX-T Data Center

Decision ID Design Decision Design Justification Design Implication

Limit the use of local 
accounts.

n Local accounts are not 
user specific and do not 
offer complete auditing 
from solutions back to 
users.

n Local accounts do not 
provide full role-based 
access control 
capabilities.

You must use Active 
Directory for user accounts.

Enable NSX-T Manager 
integration with your 
corporate identity source 
by using the region-specific 
Workspace ONE Access 
instance.

n Provides integration 
with Active Directory 
for role-based access 
control. You can 
introduce authorization 
policies by assignment 
of organization and 
cloud services roles to 
enterprise users and 
groups defined in your 
corporate identity 
source.

n Simplifies deployment 
by consolidating the 
Active Directory 
integration for the 
SDDC in single 
component, that is, 
Workspace ONE 
Access.

You must have the region-
specific Workspace ONE 
Access deployed before 
configuring role-based 
access in NSX-T Manager.
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Table 2-90. Design Decisions on Identity Management in NSX-T Data Center (continued)

Decision ID Design Decision Design Justification Design Implication

Use Active Directory 
groups to grant privileges 
to roles in NSX-T Data 
Center.

n Centralizes role-based 
access control by 
mapping roles in NSX-T 
Data Center to Active 
Directory groups.

n Simplifies user 
management.

n You must create the role 
configuration outside of 
the SDDC stack.

n You must set the 
appropriate directory 
synchronization interval 
in Workspace ONE 
Access to ensure that 
changes meet your 
recoverability SLAs.

Create an NSX-T Enterprise 
Admin group rainpole.io
\ug-nsx-enterprise-admins 
in Active Directory and 
map it to the Enterprise 
Administrator role in NSX-T 
Data Center.

Provides administrator 
access to the NSX-T 
Manager user interface.

You must maintain the life 
cycle and availability of the 
Active Directory group 
outside of the SDDC stack.

Create an NSX-T Auditor 
group rainpole.io\ug-nsx-
auditors in Active Directory 
and map it to the Auditor 
role in NSX-T Data Center.

Provides read-only access 
account to NSX-T Data 
Center.

You must maintain the life 
cycle and availability of the 
Active Directory group 
outside of the SDDC stack.

Create more Active 
Directory groups and map 
them to roles in NSX-T 
Data Center according to 
the business and security 
requirements of your 
organization.

Each organization has its 
own internal business 
processes. You evaluate 
the role separation needs in 
your business and 
implement mapping from 
individual user accounts to 
Active Directory groups 
and roles in NSX-T Data 
Center.

You must maintain the life 
cycle and availability of the 
Active Directory group 
outside of the SDDC stack.

Grant administrators access 
to both the NSX-T Manager 
user interface and its 
RESTful API endpoint.

Administrators interact with 
NSX-T Data Center by 
using its user interface and 
API.

None.
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Table 2-91. Design Decisions on Password Management and Account Lockout for NSX-T Data 
Center

Decision ID Design Decision Design Justification Design Implication

Configure the passwords 
for CLI access to NSX-T 
Manager for the root, 
admin, and audit users, 
and account lockout 
behavior for CLI according 
to the industry standard for 
security and compliance of 
your organization.

Aligns with the industry 
standard across your 
organization.

You must run console 
commands on the NSX-T 
Manager appliances.

Configure the passwords 
for access to the NSX-T 
Edge nodes for the root, 
admin, and audit users, 
and account lockout 
behavior for CLI according 
to the industry standard for 
security and compliance of 
your organization.

Aligns with the industry 
standard across your 
organization.

You must run console 
commands on the NSX-T 
Edge appliances.

Configure the passwords 
for access to the NSX-T 
Manager user interface and 
RESTful API or the root, 
admin, and audit users, 
and account lockout 
behavior for CLI according 
to the industry standard for 
security and compliance of 
your organization.

Aligns with the industry 
standard across your 
organization.

You must run console 
commands on the NSX-T 
Manager appliances.

Certificate Management

Access to all NSX-T Manager interfaces must use a Secure Sockets Layer (SSL) connection. By 
default, NSX-T Manager uses a self-signed SSL certificate. This certificate is not trusted by end-
user devices or Web browsers.

As a best practice, replace self-signed certificates with certificates that are signed by a third-
party or enterprise Certificate Authority (CA).
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Table 2-92. Design Decisions on Certificate Management in NSX-T Manager

Decision ID Design Decision Design Implication Design Justification

Replace the default self-
signed certificate of the 
NSX-T Manager instance 
for the workload domain 
with a certificate that is 
signed by a third-party 
certificate authority.

Ensures that the 
communication between 
NSX-T administrators and 
the NSX-T Manager 
instance is encrypted by 
using a trusted certificate.

Replacing the default 
certificates with trusted CA-
signed certificates from a 
certificate authority might 
increase the deployment 
preparation time because 
you must generate and 
submit certificates requests.

Use a SHA-2 algorithm or 
stronger when signing 
certificates.

The SHA-1 algorithm is 
considered less secure and 
has been deprecated.

Not all certificate authorities 
support SHA-2.

Use SDDC Manager for 
NSX-T Manager certificate 
life cycle management.

Ensures consistent life 
cycle management across 
management components 
in the SDDC.

None

Shared Storage Design for a Red Hat OpenShift Workload Domain

The shared storage design includes the design for VMware vSAN storage.

Well-designed shared storage provides the basis for an SDDC and has the following benefits.

n Provides performant access to business data.

n Prevents unauthorized access to business data.

n Protects data from hardware and software failures.

n Protects data from malicious or accidental corruption.

Follow these guidelines when designing shared storage for your environment.

n Optimize the storage design to meet the diverse needs of applications, services, 
administrators, and users.

n Strategically align business applications and the storage infrastructure to reduce costs, boost 
performance, improve availability, provide security, and enhance functionality.

n Provide multiple tiers of storage to match application data access to application 
requirements. 

n Design each tier of storage with different performance, capacity, and availability 
characteristics. Because not every application requires expensive, high-performance, highly 
available storage, designing different storage tiers reduces cost.

n Logical Design for Shared Storage for a Red Hat OpenShift Workload Domain

Either dedicated or shared edge and workload clusters can use vSAN, NFS, or FC storage as 
principle storage. No specific guidance is given as user workloads and other factors 
determine storage type and SLA for user workloads.
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n Deployment Specification for Shared Storage for a Red Hat OpenShift Workload Domain

The shared storage design includes determining the physical storage infrastructure required 
for using VMware vSAN and the policy configuration for delivering reliable storage service 
to the SDDC tenant workloads.

n Network Design for Shared Storage for a Red Hat OpenShift Workload Domain

In the network design for shared storage in the workload domain, you determine the 
network configuration for vSAN traffic.

Logical Design for Shared Storage for a Red Hat OpenShift Workload Domain

Either dedicated or shared edge and workload clusters can use vSAN, NFS, or FC storage as 
principle storage. No specific guidance is given as user workloads and other factors determine 
storage type and SLA for user workloads.
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Figure 2-15. Logical Storage Design

Virtual 
Appliance

Virtual 
Appliance

Virtual 
Appliance

Virtual 
Appliance

Virtual 
Appliance

Virtual 
Appliance

Management Cluster

ESXi Host

Datastore(s)

Mgmt
VMs

Backups Templates
and Logs

Sample
Datastore Software-Defined Storage

Policy-Based Storage Management
Virtualized Data Services

Hypervisor Storage Abstraction

SAN or NAS or DAS
(3rd party or VMware vSAN)

Physical Disks

SSD FC15K FC10K SATA SSD FC15K FC10K SATA

VMDKs
1500GB

200GB
2048GB

Swap Files + Logs

Shared Edge and Workload Cluster

ESXi Host

Datastore(s)

Payloads
SLA 1

Payloads
SLA 2

Payloads
SLA N

APP
OS

APP
OS

APP
OS

Tenant 1

Tenant n

Deployment Specification for Shared Storage for a Red Hat OpenShift Workload 
Domain

The shared storage design includes determining the physical storage infrastructure required for 
using VMware vSAN and the policy configuration for delivering reliable storage service to the 
SDDC tenant workloads.
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n Shared Storage Platform for a Red Hat OpenShift Workload Domain

You can choose between a traditional storage, VMware vSphere Virtual Volumes, and 
VMware vSAN storage.

n vSAN Physical Design for a Red Hat OpenShift Workload Domain

This design uses VMware vSAN to implement software-defined storage as the primary 
storage type for the shared edge and workload cluster. By using vSAN, you have a high 
level of control over the storage subsystem.

n vSAN Deployment Specification for a Red Hat OpenShift Workload Domain

When determining the vSAN deployment specification, you decide on the datastore size, 
number of ESXi hosts per vSphere Cluster, number of disk groups per ESXi host, and the 
vSAN policy.

Shared Storage Platform for a Red Hat OpenShift Workload Domain

You can choose between a traditional storage, VMware vSphere Virtual Volumes, and VMware 
vSAN storage.

Traditional Storage

Fibre Channel and NFS are applicable options for virtual machines.

VMware vSAN Storage

vSAN is a software-based distributed storage platform that combines the compute and 
storage resources of VMware ESXi hosts. When you design and size a vSAN cluster, host 
hardware choices can be more limited than traditional storage.

VMware vSphere Virtual Volumes

This design does not use VMware vSphere Virtual Volumes because not all storage arrays 
have the same vSphere Virtual Volume feature sets enabled.

Traditional Storage and vSAN Storage

Fibre Channel and NFS are mature and applicable options to support workload needs.

Your decision to implement one technology or another can be based on performance and 
functionality, and on considerations like the following:

n The current in-house expertise and installation base in your organization

n The cost, including both capital and long-term operational expenses

n The current relationship of your organization with a storage vendor

vSAN is a software-based distributed storage platform that combines the compute and storage 
resources of ESXi hosts. It provides a simple storage management experience for the user. 
However, you must carefully consider supported hardware options when sizing and designing a 
vSAN cluster.
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Storage Type Comparison

ESXi hosts support a variety of storage types. Each storage type supports different vSphere 
features.

Table 2-93. Network Shared Storage Supported by ESXi Hosts

Technology Protocols Transfers Interface

Fibre Channel FC/SCSI Block access of data/LUN Fibre Channel HBA

NAS IP/NFS File (no direct LUN access) Network adapter

vSAN IP Block access of data Network adapter

Table 2-94. vSphere Features Supported by Storage Type

Type
vSphere 
vMotion Datastore

Raw Device 
Mapping 
(RDM)

Application or 
Block-Level 
Clustering

vSphere HA 
and vSphere 
DRS

Storage APIs 
Data 
Protection

Fibre Channel Yes VMFS Yes Yes Yes Yes

NFS Yes NFS No No Yes Yes

vSAN Yes vSAN No Yes (using 
iSCSI Initiator)

Yes Yes

Logical Design for Shared Storage

Table 2-95. Design Decisions on Storage Type

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
STO-001

By using vSAN as the 
primary shared storage 
solution, you can take 
advantage of more cost-
effective local storage.

Minimizes storage platform 
complexity by standardizing 
on a single type.

SDDC-RHOSWLD-VI-
STO-002

In all clusters, ensure that 
at least 20% of free space 
is always available on all 
non-vSAN datastores.

If a datastore runs out of 
free space, applications 
and services in the SDDC, 
including but not limited to 
the NSX Edge core 
network services, the 
provisioning portal, and 
backup, fail.

Monitoring and capacity 
management must be 
proactive operations.

vSAN Physical Design for a Red Hat OpenShift Workload Domain

This design uses VMware vSAN to implement software-defined storage as the primary storage 
type for the shared edge and workload cluster. By using vSAN, you have a high level of control 
over the storage subsystem.
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All functional testing and validation of the design is on vSAN. Although VMware Validated Design 
uses vSAN, in particular for the clusters running tenant workloads, you can use any supported 
storage solution. If you select a storage solution other than vSAN, take into account that all the 
design, deployment, and Day-2 guidance in VMware Validated Design applies under the context 
of vSAN and adjust appropriately. Your storage design must match or exceed the capacity and 
performance capabilities of the vSAN configuration in the design.

vSAN is a hyper-converged storage software that is fully integrated with the hypervisor. vSAN 
creates a cluster of local ESXi host hard disk drives and solid-state drives, and presents a flash-
optimized, highly resilient, shared storage datastore to ESXi hosts and virtual machines. By using 
vSAN storage policies, you can control capacity, performance, and availability on a per virtual 
machine basis.

vSAN Physical Requirements and Dependencies

The software-defined storage module has the following requirements and options.

Requirement Category Requirements

Number of hosts Minimum of three ESXi hosts providing storage resources 
to the vSAN cluster.

vSAN configuration vSAN is configured as hybrid storage or all-flash storage.

n A vSAN hybrid storage configuration requires both 
magnetic devices and flash caching devices.

n An all-flash vSAN configuration requires flash devices 
for both the caching and capacity tiers.

Requirements for individual hosts that provide storage 
resources

n Minimum of one flash device. The flash-based cache 
tier must be at least 10% of the size of the HDD 
capacity tier.

n Minimum of two additional devises for capacity tier.

n RAID controller that is compatible with vSAN.

n Minimum 10 Gbps network for vSAN traffic.

n vSphere High Availability host isolation response set to 
power off virtual machines. With this setting, you 
prevent split-brain conditions if isolation or network 
partition occurs. In a split-brain condition, the virtual 
machine might be powered on by two ESXi hosts by 
accident.

vSAN Hardware Considerations

While VMware supports building your own vSAN cluster from compatible components, vSAN 
ReadyNodes are selected for this VMware Validated Design.
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Build Your Own Use hardware from the VMware Compatibility Guide for the 
following vSAN components:

n Flash-based drives

n Magnetic hard drives

n I/O controllers, including vSAN certified driver and 
firmware combinations

Use VMware vSAN ReadyNodes A vSAN ReadyNode is a server configuration that is 
validated in a tested, certified hardware form factor for 
vSAN deployment, jointly recommended by the server 
OEM and VMware. See the vSAN ReadyNode 
documentation. The vSAN Compatibility Guide for vSAN 
ReadyNodes documentation provides examples of 
standardized configurations, including supported numbers 
of VMs and estimated number of 4K IOPS delivered.

I/O Controllers for vSAN

The I/O controllers are as important to a vSAN configuration as the selection of disk drives. vSAN 
supports SAS, SATA, and SCSI adapters in either pass-through or RAID 0 mode. vSAN supports 
multiple controllers per ESXi host.

n You select between single- and multi-controller configuration in the following way: Multiple 
controllers can improve performance and mitigate a controller or SSD failure to a smaller 
number of drives or vSAN disk groups.

n With a single controller, all disks are controlled by one device. A controller failure impacts all 
storage, including the boot media (if configured).

Controller queue depth is possibly the most important aspect for performance. All I/O controllers 
in the VMware vSAN Hardware Compatibility Guide have a minimum queue depth of 256. 
Consider regular day-to-day operations and increase of I/O because of virtual machine 
deployment operations, or re-sync I/O activity as a result of automatic or manual fault 
remediation.

Table 2-96. Design Decisions on the vSAN I/O Controller Configuration

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
SDS-001

Ensure that the I/O 
Controller that is running 
the vSAN disk group(s) is 
capable and has a minimum 
queue depth of 256 set.

Controllers with lower 
queue depths can cause 
performance and stability 
problems when running 
vSAN.

vSAN Ready Nodes are 
configured with 
appropriate queue depths.

Limits the number of 
compatible I/O controllers 
that can be used for storage.

vSAN Flash Options

vSAN has two configuration options: all-flash and hybrid.

Hybrid Mode
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In a hybrid storage architecture, vSAN pools server-attached capacity devices (in this case 
magnetic devices) and flash-based caching devices, typically SSDs, or PCI-e devices, to 
create a distributed shared datastore.

All-Flash Mode

All-flash storage uses flash-based devices (SSD or PCI-e) as a write cache while other flash-
based devices provide high endurance for capacity and data persistence.

Table 2-97. Design Decisions on the vSAN Mode

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
SDS-002

Configure vSAN in All-Flash 
mode in the shared edge 
and workload cluster.

n Provides support for 
vSAN deduplication and 
compression.

n Meets the performance 
needs of the shared 
edge and workload 
cluster.

Using high speed magnetic 
disks in a hybrid vSAN 
configuration can provide 
satisfactory performance 
and is supported.

More disks might be 
required per host because 
flash disks are not as dense 
as magnetic disks.

Sizing Storage

This sizing is calculated according to a certain node configuration. Although this design has 
enough memory capacity to handle N-1 host failures and uses thin-provisioned swap for the 
vSAN configuration, the potential thin-provisioned swap capacity is factored in the calculation.

Category Quantity Resource Type Consumption

Physical Infrastructure (ESXi) 4 Memory 1024 GB

NSX-T Edge Appliances 2 Disk 400 GB

Swap 64 GB

Tenant Workloads (example, 
8 GB memory & 120 GB disk 
per VM)

60 Disk 7200 GB

Swap 480 GB

Total n 60 tenant workload 
VMs

n 2 NSX-T Edge VMs

n 4 ESXi hosts

Disk 7600 GB

Swap 544 GB

Memory 1024 GB

The storage space that is required for the vSAN capacity tier according is worked out using the 
following calculations. For vSAN memory consumption by ESXi hosts in the workload domain, 
see VMware Knowledge Base article 2113954.
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Derive the consumption of storage space by the management virtual machines according to the 
following calculations. See vSAN Design and Sizing Guide.

7600 GB Disk + 544 GB Swap = 8144 GB Virtual Machine Raw Capacity Requirements

8144 GB Virtual Machine Raw Capacity Requirements * 2 (FTT=1, RAID1) = 16288 GB Final Virtual Machine 

Raw Capacity Requirements

34 GB vSAN Memory Consumption + 16288 GB VM Raw Capacity = 16322 GB Total Raw Storage Capacity

16322 GB Total Raw Storage Capacity * 30% Slack Overhead * 1% On-disk Format Overhead * 0.12% 

Overhead * 20% Estimated Growth ≈ 24665 GB ≈ 24 TB Raw Unformatted Storage Capacity (with 20% Growth 

Capacity)

24 TB Raw Unformatted Storage Capacity / 4 ESXi hosts ≈ 6 TB Final Raw Storage Capacity per host

Raw Unformatted Storage Capacity * 50% * 10% = Total Flash Device Capacity

Total Flash Device Capacity / ESXi Quantity = Final Flash Device Capacity per Host

21 TB Raw Unformatted Storage Capacity * 50% * 10% Cache Required = 1 TB Flash Device Capacity

1 TB Flash Device Storage Capacity / 4 ESXi Hosts ≈ 250 GB of Flash Device Capacity per Host

24 TB Raw Unformatted Storage Capacity (with 20% Growth Capacity) * 50% * 10% Cache Required = 1.2 TB 

Flash Device Capacity

1.2 TB Flash Device Storage Capacity / 4 ESXi Hosts ≈ 300 GB of Flash Device Capacity per Host

Table 2-98. Design Decisions on the vSAN Disk Configuration

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
SDS-003

Use a 600 GB or greater 
flash-based drive for the 
cache tier in each disk 
group.

Provides enough cache for 
both hybrid or all-flash 
vSAN configurations to 
buffer I/O and ensure disk 
group performance.

Larger flash disks can 
increase initial host cost

SDDC-RHOSWLD-VI-
SDS-004

Have at least 4TB of flash-
based drives for the 
capacity tier in each disk 
group.

Provides enough capacity 
for the NSX-T Edge nodes 
and tenant workloads with 
a minimum of 10% caching, 
30% of overhead, and 20% 
growth when the number 
of primary failures to 
tolerate is 1.

None.
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vSAN Hardware Considerations

While VMware supports building your own vSAN cluster from compatible components, vSAN 
ReadyNodes are selected for this VMware Validated Design. See #unique_60.

vSAN Deployment Specification for a Red Hat OpenShift Workload Domain

When determining the vSAN deployment specification, you decide on the datastore size, number 
of ESXi hosts per vSphere Cluster, number of disk groups per ESXi host, and the vSAN policy.

vSAN Datastore Size

The size of the vSAN datastore depends on the requirements for the datastore. Consider cost 
against availability to provide the appropriate sizing.

As per the calculations in #unique_61/unique_61_Connect_42_GUID-6fceec2a-b6b1-456b-a360-
e19442ce0a19, a minimum size is required to run the workloads and infrastructure. If you plan to 
add more solutions or additions to this environment, you must increase this size.

Table 2-99. Design Decisions on the vSAN Datastore

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
SDS-005

Provide the shared edge 
and workload cluster with a 
minimum of 24 TB of raw 
capacity for vSAN.

NSX-T Edge nodes and 
sample tenant workloads 
require at least 8 TB of raw 
storage (prior to FTT=1) 
and 16 TB when using the 
default vSAN storage 
policy.

By allocating at least 24 TB, 
initially there is 20% free 
space that you can use for 
additional tenant 
workloads.

If you scale the environment 
out with more workloads, 
additional storage is 
required in the workload 
domain.

SDDC-RHOSWLD-VI-
SDS-006

On all vSAN datastores, 
ensure that at least 30% of 
free space is always 
available.

When vSAN reaches 80% 
usage, a rebalance task is 
started which can be 
resource-intensive.

Increases the amount of 
available storage needed.

Number of vSAN-enabled ESXi Hosts Per Cluster

The number of ESXi hosts in the cluster depends on these factors:

n Amount of available space on the vSAN datastore

n Number of failures you can tolerate in the cluster

For example, if the vSAN cluster has only 3 ESXi hosts, only a single failure is supported. If a 
higher level of availability is required, additional hosts are required.

Table x-xx. Design Decision on the Cluster Size for vSAN
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Table 2-100. Design Decision on the Cluster Size for vSAN

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
SDS-007

When using a single 
availability zone, the shared 
edge and workload cluster 
requires a minimum of 4 
ESXi hosts to support 
vSAN.

n Having 4 ESXi hosts 
addresses the 
availability and sizing 
requirements.

n You can take an ESXi 
host offline for 
maintenance or 
upgrades without 
impacting the overall 
vSAN cluster health.

The availability requirements 
for the shared edge and 
workload cluster might 
cause under utilization of the 
cluster's ESXi hosts.

Number of Disk Groups Per ESXi Host

Disk group sizing is an important factor during volume design. The number of disk groups can 
affect availability and performance. If more ESXi hosts are available in the cluster, more failures 
are tolerated in the cluster. This capability adds cost because additional hardware for the disk 
groups is required. More available disk groups can increase the recoverability of vSAN during a 
failure. Consider these data points when deciding on the number of disk groups per ESXi host:

n Amount of available space on the vSAN datastore.

n Number of failures you can tolerate in the cluster.

n Performance required when recovering vSAN objects.

The optimal number of disk groups is a balance between hardware and space requirements for 
the vSAN datastore. More disk groups increase space and provide higher availability. However, 
adding disk groups can be cost-prohibitive.

Table 2-101. Design Decision on the Disk Groups per ESXi Host

Decision ID Design Decision Design Justification Design Implication

Configure vSAN with a 
minimum of two disk 
groups per ESXi host.

Reduces the size of the 
fault domain and spreads 
the I/O load over more 
disks for better 
performance.

Multiple disks groups require 
more disks in each ESXi host.

vSAN Policy Design

After you enable and configure VMware vSAN, you can create storage policies that define the 
virtual machine storage characteristics. Storage characteristics specify different levels of service 
for different virtual machines.

The default storage policy tolerates a single failure and has a single disk stripe. Use the default 
policy. If you configure a custom policy, vSAN should guarantee its application. However, if vSAN 
cannot guarantee a policy, you cannot provision a virtual machine that uses the policy unless you 
enable force provisioning.
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Policy design starts with assessment of business needs and application requirements. Use cases 
for VMware vSAN must be assessed to determine the necessary policies. Start by assessing the 
following application requirements:

n I/O performance and profile of your workloads on a per-virtual-disk basis

n Working sets of your workloads

n Hot-add of additional cache (requires repopulation of cache)

n Specific application best practice (such as block size)

After assessment, configure the software-defined storage module policies for availability and 
performance in a conservative manner so that space consumed and recoverability properties are 
balanced. In many cases the default system policy is adequate and no additional policies are 
required unless specific requirements for performance or availability exist.

A storage policy includes several attributes. You can use them alone or combine them to provide 
different service levels. By using policies, you can customize any configuration according to the 
business requirements of the consuming application.

Before making design decisions, understand the policies and the objects to which they can be 
applied.
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Table 2-102. VMware vSAN Policy Options

Capability Use Case Default Value Maximum Value Comments

Number of failures to 
tolerate

Redundancy 1 3 A standard RAID 1 
mirrored configuration 
that provides 
redundancy for a 
virtual machine disk. 
The higher the value, 
the more failures can 
be tolerated. For N 
failures tolerated, N1 
copies of the disk are 
created, and 2N+1 
ESXi hosts 
contributing storage 
are required.

A higher N value 
indicates that more 
replicas of virtual 
machines are made, 
which can consume 
more disk space than 
expected.

Number of disk stripes 
per object

Performance 1 12 A standard RAID 0 
stripe configuration 
used to increase 
performance for a 
virtual machine disk.

This setting defines 
the number of HDDs 
on which each replica 
of a storage object is 
striped.

If the value is higher 
than 1, you can 
increase performance. 
However, an increase 
in system resource 
usage might also 
result.
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Table 2-102. VMware vSAN Policy Options (continued)

Capability Use Case Default Value Maximum Value Comments

Flash read cache 
reservation (%)

Performance 0% 100% Flash capacity 
reserved as read 
cache for the storage 
is a percentage of the 
logical object size that 
is reserved for that 
object.

Use this setting for 
workloads only if you 
must address read 
performance issues. 
The downside of this 
setting is that other 
objects cannot use a 
reserved cache.

Avoid using these 
reservations unless it 
is necessary because 
unreserved flash is 
shared fairly among all 
objects.
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Table 2-102. VMware vSAN Policy Options (continued)

Capability Use Case Default Value Maximum Value Comments

Object space 
reservation (%)

Thick provisioning 0% 100% The percentage of the 
storage object that is 
thick-provisioned 
when creating a virtual 
machine. The 
remaining storage 
capacity is thin-
provisioned.

This setting is useful if 
an object will always 
use a predictable 
amount of storage, 
cutting back on 
repeatable disk 
growth operations for 
all but new or non-
predictable storage 
use.

Force provisioning Override policy No - Forces provisioning to 
occur even if the 
currently available 
cluster resources 
cannot satisfy the 
current policy.

Force provisioning is 
useful during a 
planned expansion of 
the vSAN cluster, 
during which 
provisioning of virtual 
machines must 
continue.

vSAN automatically 
tries to bring the 
object into compliance 
as resources become 
available.

If you do not specify a user-configured policy, vSAN uses a default system policy of 1 failure to 
tolerate and 1 disk stripe for virtual disks and virtual disk snapshots. To ensure protection for 
these critical virtual machine components, policy defaults for the VM namespace and swap are 
set statically and are not configurable. Configure policies according to the business requirements 
of the application. By using policies, vSAN can adjust the performance of a disk on the fly.
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Table 2-103. VMware vSAN Object Policy Defaults

Object Policy Comments

Virtual machine namespace Failures-to-Tolerate: 1 Configurable. Changes are not 
recommended.

Swap Failures-to-Tolerate: 1 Configurable. Changes are not 
recommended.

Virtual disks User-Configured Storage Policy Can be any storage policy configured 
on the system

Virtual disk snapshots Uses virtual disk policy Same as virtual disk policy by default. 
Changes are not recommended.

If you do not specify a user-configured policy, vSAN uses a default system policy of 1 failure to 
tolerate and 1 disk stripe for virtual disks and virtual disk snapshots. To ensure protection for 
these critical virtual machine components, policy defaults for the VM namespace and swap are 
set statically and are not configurable. Configure policies according to the business requirements 
of the application. By using policies, vSAN can adjust the performance of a disk on the fly.

Table 2-104. Design Decisions on the vSAN Storage Policy

Decision ID Design Decision Design Justification Design Implication

Leave the default virtual 
machine swap file as a 
sparse object on VMware 
vSAN.

Creates virtual swap files as 
a sparse object on the 
vSAN datastore. Sparse 
virtual swap files only 
consume capacity on vSAN 
as they are accessed. As a 
result, you can reduce the 
consumption on the vSAN 
datastore if virtual 
machines do not 
experience memory over-
commitment which requires 
the use of the virtual swap 
file.

None.

Network Design for Shared Storage for a Red Hat OpenShift Workload Domain

In the network design for shared storage in the workload domain, you determine the network 
configuration for vSAN traffic.

When determining the network configuration, you have to consider the overall traffic bandwidth 
and decide how to isolate storage traffic.

n Consider how much replication and communication traffic is running between ESXi hosts and 
storage arrays.

n The amount of storage traffic depends on the number of VMs that are running in the cluster, 
and on how write- intensive the I/O is for the applications running in the VMs.

For information on the physical network setup for vSAN traffic, and other system traffic, see 
Physical Network Infrastructure Design for a Red Hat OpenShift Workload Domain.
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For information on the virtual network setup for vSAN traffic, and other system traffic, see 
Distributed Port Group and VMkernel Adapter Design for a Red Hat OpenShift Workload Domain.

vSAN Network Design

The vSAN network design includes these components.

Table 2-105. Components of the vSAN Network Design

Design Component Description

Physical NIC speed For best and most predictable performance (IOPS) for the environment, this design uses a 
minimum of a 10-GbE connection, with 25-GbE recommended, for use with vSAN all-flash 
configurations.

VMkernel network 
adapters for vSAN

The vSAN VMkernel network adapter on each ESXi host is created when you enable vSAN on 
the cluster. Connect the vSAN VMkernel network adapters on all ESXi hosts in a cluster to a 
dedicated distributed port group including also ESXi hosts that are not contributing storage 
resources to the cluster.

VLAN All storage traffic should be isolated on its own VLAN. When a design uses multiple vSAN 
clusters, each cluster should use a dedicated VLAN or segment for its traffic. This approach 
increases security, prevents interference between clusters and helps with troubleshooting 
cluster configuration.

Jumbo frames vSAN traffic can be handled by using jumbo frames. Use jumbo frames for vSAN traffic only if 
the physical environment is already configured to support them, they are part of the existing 
design, or if the underlying configuration does not create a significant amount of added 
complexity to the design.

Virtual switch type vSAN supports vSphere Standard Switch or vSphere Distributed Switch. The benefit of using 
vSphere Distributed Switch is that it supports Network I/O Control for prioritization of bandwidth 
if contention occurs.

Table 2-106. Design Decisions on Virtual Switch Configuration for vSAN

Decision ID Design Decision Design Justification Design Implication

Use the existing vSphere 
Distributed Switch instance 
for the shared edge and 
workload cluster.

Provides guaranteed 
performance for vSAN 
traffic, if there is network 
contention, by using 
existing networking 
components.

All traffic paths are shared 
over common uplinks.

Configure jumbo frames on 
the VLAN dedicated to 
vSAN traffic.

n Simplifies configuration 
because jumbo frames 
are also used to 
improve the 
performance of 
vSphere vMotion and 
NFS storage traffic.

n Reduces the CPU 
overhead resulting high 
network usage.

Every device in the network 
must support jumbo frames.
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Red Hat OpenShift Detailed Design for a Red Hat OpenShift 
Workload Domain

Red Hat OpenShift Container Platform (OCP) is an open source container application platform 
based on the Kubernetes container orchestrator for enterprise application development and 
deployment. This document provides guidance on a design of a single Red Hat OpenShift cluster 
within the SFO region.

Logical Design for Red Hat OpenShift for a Red Hat OpenShift Workload Domain

This design consists of multiple elements that support deployment of cloud-native applications 
on top of Red Hat OpenShift that runs in a VMware Cloud Foundation virtual infrastructure 
workload domain.

You deploy the Red Hat OpenShift cluster components on your shared edge and workload 
cluster in the workload domain. NSX-T Edge nodes provide load balancing, north-south 
connectivity, and all required networking for the Red Hat OpenShift services. The ESXi hosts in 
the shared edge and workload cluster are prepared as NSX-T Data Center transport nodes to 
provide distributed routing and firewall services to your tenant workloads.

The Red Hat OpenShift cluster consists of two types of elements that run in the SDDC:

n Control plane nodes

n Worker nodes
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Figure 2-16. SDDC Logical Design for a Red Hat OpenShift Workload Domain
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Deployment Specification of Red Hat OpenShift for a Red Hat OpenShift 
Workload Domain

When you deploy a Red Hat OpenShift cluster on vSphere, you deploy a series of virtual 
machines to run the control plane, workers, and any supporting services.
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Deployment Model for Red Hat OpenShift for a Red Hat OpenShift Workload Domain

You determine the different services to use to achieve a fully upstream-compliant Kubernetes 
cluster in your SDDC.

Red Hat OpenShift Cluster

The Red Hat OpenShift cluster deployed on vSphere consists of one or more virtual machines 
dedicated to run control plane workloads and one or more virtual machines dedicated to run 
tenant workloads.

Control plane nodes perform multiple functions:

n Run workloads

n Perform support functions such as user and administrator access

n Authentication

n Image registry

n Monitor the cluster

Worker nodes run tenant workloads instantiated by administators.

As of Red Hat OpenShift 4.3, to instantiate a cluster on vSphere, you must leverage User-
Provisioned Infrastructure (UPI). You are responsible for deployment and configuration of the 
entire cluster.

Table 2-107. Design Decisions for the Red Hat OpenShift Deployment Model

Decision ID Design Decision Design Justification Design implication

SDDC-RHOSWLD-VI-
OCP-001

Deploy the Red Hat 
OpenShift cluster to the 
shared edge and workload 
cluster in the workload 
domain.

Deployment of both control 
plane and worker nodes to 
the shared edge and 
workload cluster allows for 
efficient use of hardware 
resources.

If the resources provided 
by the shared edge and 
worklod cluster are 
exhausted, additional 
vSphere clusters can be 
instantiated within the 
workload domain.

You must size the shared 
edge and workload cluster 
to support the control plane 
nodes, worker nodes, any 
additional management 
functions, NSX-T Edge 
virtual machines, and tenant 
workloads that run within the 
Red Hat OpenShift cluster.

SDDC-RHOSWLD-VI-
OCP-002

Use Red Hat Enterprise 
Linux CoreOS (RHCOS) for 
both control plane and 
worker nodes in the cluster.

Use of RHCOS is required 
for control plane nodes in 
Red Hat OpenShift 4.

Use of RHCOS for worker 
nodes provides a 
consistent deployment and 
management experience 
across both worker and 
control plane nodes in the 
cluster.

You must use Ignition to 
deploy and configure both 
control plane and worker 
nodes in the cluster.
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Sizing Compute and Storage Resources for Red Hat OpenShift for a Red Hat OpenShift 
Workload Domain

Compute and storage requirements for each component are key considerations when you 
consider how to size for the solution.

You size the compute and storage requirements for the Red Hat OpenShift control plane and 
worker virtual machines, as well as the NSX-T Edge virtual machines co-located with the cluster.

Table 2-108. Compute and Storage Resource Requirements for Red Hat OpenShift

Virtual Machine Nodes Total vCPUs Total Memory Total Storage

Control plane nodes 3 12 48 GB 360 GB

Worker nodes 3 12 48 GB 360 GB

VMware NSX-T Edge 
nodes

2 16 64 GB 400 GB

Table 2-109. Design Decisions on Compute and Storage Resouces for Red Hat OpenShift

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
OCP-003

Deploy a temporary 
bootstrap node.

The bootstrap node is 
required to deploy the 
control plane and worker 
nodes using RHCOS.

The bootstrap node is 
deleted post-deployment.

SDDC-RHOSWLD-VI-
OCP-004

Deploy three control plane 
nodes for the cluster.

Deployment of three 
control plane nodes 
provides for high 
availability of the cluster 
control plane.

None.

SDDC-RHOSWLD-VI-
OCP-005

Deploy three or more 
worker nodes for the 
cluster.

Deployment of a minimum 
of three worker nodes in 
the cluster provides the 
required node count for 
application-level high 
availability.

None.

SDDC-RHOSWLD-VI-
OCP-006

Configure bootstrap and 
control plane nodes with 4 
vCPU, 16 GB memory, and 
120 GB disk each.

These are the minmum 
requirements for each node 
type running RHCOS.

Bootstrap node resources 
only need to be accounted 
for during cluster 
instantiation.

SDDC-RHOSWLD-VI-
OCP-007

Configure worker nodes 
with 2 vCPU, 8 GB memory, 
and 120 GB disk each.

Fulfill the minmum 
requirements for each node 
type running RHCOS.

None.

SDDC-RHOSWLD-VI-
OCP-008

Configure an NFS mount 
with 100 GB of capacity for 
use by the internal image 
registry of the cluster.

NFS storage is compatible 
with ReadWriteMany 
access mode.

You must manually configure 
a storage provider on the 
cluster.
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Network Design for Red Hat OpenShift for a Red Hat OpenShift Workload 
Domain

Red Hat OpenShift clusters on vSphere require multiple networks. This section discusses 
networking design not covered in the NSX-T Data Center detailed design.

You deploy all Red Hat OpenShift cluster workloads to NSX-T overlay networks. NSX-T Edge 
appliances in the shared edge and workload cluster are deployed to VLAN-backed networks.

Figure 2-17. Network Design for Red Hat OpenShift in a Workload Domain
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Table 2-110. Networks Used by Red Hat OpenShift

Network Routable / NAT Usage

Management Network Routable Used by the control plane, worker, and 
bootsrap nodes.

Pod Networks NAT Used by Kubernetes pods that run in 
the cluster.

Service IP Pool Network NAT Used by Kubernetes applications that 
need a service IP address.

Ingress IP Pool Network Routable Used by NSX-T Data Center to create 
an IP pool for load balancing.

Egress IP Pool Network Routable Used by NSX-T Data Center to create 
an IP pool for NAT endpoint use.

Namespace Networks NAT When you create a namespace, an 
NSX-T Data Center overlay segment 
and corresponding IP pool is 
instantiated to service pods in that 
namespace. If that IP space runs out, 
an additional NSX-T overlay segment 
and IP pool are instantiated.
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Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
OCP-009

Deploy a /28 (minimum) 
segment for use by the 
control plane, worker, and 
bootstrap nodes.

Supports the control plane, 
worker, and bootstrap 
nodes.

The NSX-T overlay segment 
must be manually created.

SDDC-RHOSWLD-VI-
OCP-010

Dedicate a /16 subnet for 
pod networking.

A single /16 subnet is 
sufficient for most 
deployments. If you 
anticipate deploying a large 
number of projects, you 
might need to dedicate a 
larger subnet.

Private IP space, behind a 
NAT, that you can use 
across multiple clusters.

SDDC-RHOSWLD-VI-
OCP-011

Dedicate a /16 subnet for 
services.

A single /16 subnet is 
sufficient for most 
deployments.

Private IP space, behind a 
NAT, that you can use 
across multiple clusters.

SDDC-RHOSWLD-VI-
OCP-012

Dedicate a /24 or larger 
subnet on your corporate 
network for ingress 
endpoints.

A single /24 subnet is 
sufficient for most 
deployments,but you must 
evaluate your own ingress 
needs prior to deployment.

This subnet must be routable 
to the rest of the corporate 
network.

SDDC-RHOSWLD-VI-
OCP-013

Dedicate a /24 or larger 
subnet on your corporate 
network for egress 
endpoints.

A single /24 subnet is 
sufficient for most 
deployments,

but you must evaluate your 
own egress needs prior to 
deployment.

This subnet must be routable 
to the rest of the corporate 
network.

SDDC-RHOSWLD-VI-
OCP-014

Deploy a medium-size load 
balancer for cluster use.

Small-size load balancers 
only support 20 virtual 
servers, which is insufficient 
for most clusters.

None.

vSphere DRS Design for a Red Hat OpenShift Workload Domain

vSphere HA and vSphere DRS in the shared edge and workload cluster provide higher levels of 
availability and performance for workloads in the Red Hat OpenShift cluster.

Architecture and Design for a Red Hat OpenShift Workload Domain

VMware, Inc. 113



Table 2-111. Design Decisions on vSphere DRS Design for Red Hat OpenShift

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
OCP-015

Apply VM-VM anti-affinity 
rules in vSphere DRS to the 
control plane nodes in the 
cluster.

Ensures that during normal 
operation the control plane 
nodes reside on different 
ESXi hosts in the shared 
edge and workload cluster.

You must manually configure 
the vSphere DRS rules after 
the control plane nodes are 
deployed.

SDDC-RHOSWLD-VI-
OCP-016

Apply VM-VM anti-affinity 
rules in vSphere DRS to the 
cluster worker nodes.

Ensures that during normal 
operation the worker 
nodes reside on different 
ESXi hosts in the shared 
edge and workload cluster.

You must manually configure 
the vSphere DRS rules after 
the worker nodes are 
deployed.

SDDC-RHOSWLD-VI-
OCP-017

Create a resource pool with 
the default resource 
configuration at the root of 
the shared edge and 
workload cluster for the 
Red Hat OpenShift cluster 
nodes.

Provides resources for the 
cluster nodes and NSX-T 
Edge nodes from their own 
resource pool.

You must manually deploy 
and configure the resource 
pool.

Monitoring and Alerting Design for Red Hat OpenShift for a Red Hat OpenShift 
Workload Domain

Modern application deployments, including those running on Red Hat OpenShift, are much more 
complex than typical one application to one operating system to one virtual machine 
deployments. Rather than relying on traditional logging and monitoring solutions, the increased 
complexity and number of components in a modern application deployment requires a different 
approach to keep the system healthy.

Traditionally, customers have used logging and monitoring solutions to collect data and metrics 
from systems to ensure adherence to a known good baseline or provide data sources for 
reactive problem solving. Modern solutions for observability provide methods for data ingestion 
from your Red Hat OpenShift cluster, containers, and applications to give you comprehensive 
alerting and analytics that you can use to proactively solve problems and ensure the health of 
your system.

VMware Tanzu Observability by Wavefront offers a certified Red Hat OpenShift Operator 
through Operator Hub that you can easily deploy and configure to get automated observability 
across objects in your cluster. This includes cloud-native applications, cluster resources, and 
underlying infrastructure. The Tanzu Observability by Wavefront platform provides multiple 
functionalities:

n Recognizes Kubernetes services, discover Kubernetes workloads and instruments Java-
based services across any cloud via the Wavefront Java Tracing Agent

n Populates pre-packaged multi-layered Kubernetes dashboards that you can further 
customize to your environment
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n Reports at scale, up to one second resolution (sub-second with histograms), streaming health 
and SLO metrics for clusters, nodes, pods, and containerized applications.

In addition to observability through Tanzu Observability by Wavefront, you can implement 
vRealize Log Insight for end-to-end troubleshooting and auditing capabilities for both your Red 
Hat OpenShift clusters and NSX-T Data Center software-defined network infrastructure.

Table 2-112. Design Decisions on Logging and Monitoring Design for Red Hat OpenShift

Decision ID Design Decision Design Justification Design Justification

SDDC-RHOSWLD-VI-
OCP-018

Use Tanzu Observability by 
Wavefront for observability 
of your Red Hat OpenShift 
infrastructure and 
applications

Automatically detects 
components within your 
environment to provide 
end-to-end observability of 
your Red Hat OpenShift 
infrastructure and 
applications

Tanzu Observability by 
Wavefront is a SaaS service, 
so customers with policies 
prohibiting such integrations 
can not use it.

SDDC-RHOSWLD-VI-
OCP-019

Enable vRealize Log Insight 
native integration with Red 
Hat OpenShift and NSX-T

n Simplifies configuration 
of OpenShift logging 
with native vRealize Log 
Insight integration.

n Aggregates logs based 
on cluster, pod, 
namespace, and 
container tags.

You must plan for additional 
resource utilization in your 
vRealize Log Insight cluster.

Information Security and Access Design for Red Hat OpenShift for a Red Hat 
OpenShift Workload Domain

You design authentication access, controls, and certificate management for Red Hat OpenShift 
according to industry standards and the requirements of your organization.

Red Hat OpenShift Authentication and Access Control

You leverage the Red Hat OpenShift cluster OAuth provider for authentication. Users obtain an 
OAuth access token to authenticate themselves to the cluster API server based on the 
configured identity provider.

Table 2-113. Design Decisions on Authentication and Access Control for Red Hat OpenShift

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
OCP-020

Create a ug-kub-admin 
security group in Active 
Directory for Red Hat 
OpenShift cluster 
administrators.

Provides auditable and 
role-based access control 
to the Red Hat OpenShift 
cluster.

You must manually create 
and maintain the security 
group in Active Directory.

SDDC-RHOSWLD-VI-
OCP-021

Create a ug-kub-readonly 
security group in Active 
Directory for Red Hat 
OpenShift cluster read-only 
users.

Provides auditable and 
role-based access control 
to the Red Hat OpenShift 
cluster.

You must manually create 
and maintain the security 
group in Active Directory.
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Table 2-113. Design Decisions on Authentication and Access Control for Red Hat OpenShift 
(continued)

Decision ID Design Decision Design Justification Design Implication

SDDC-RHOSWLD-VI-
OCP-022

Configure the Red Hat 
OpenShift cluster OAuth 
server to use the corporate 
Active Directory as its 
identity provider.

Provides a centralized 
authentication source for 
the Red Hat OpenShift 
cluster.

You must manually configure 
the LDAP custom resource.

SDDC-RHOSWLD-VI-
OCP-023

Sync both the ug-kub-admin 
and ug-kub-readonly 
groups.

Enables the use of these 
security groups for cluster 
role assignment.

You must manually configure 
the group sync.

SDDC-RHOSWLD-VI-
OCP-024

Apply the cluster-admin 
role to ug-kub-admin 
security group.

Allows users in the ug-kub-
admin group to log in and 
manage the Red Hat 
OpenShift cluster.

You must manually configure 
the cluster role assignment.

SDDC-RHOSWLD-VI-
OCP-025

Apply the view role to ug-
kub-readonly security 
group.

Allows users in the ug-kub-
readonly group to log in 
and observe the Red Hat 
OpenShift cluster.

You must manually configure 
the cluster role assignment.

Certificate Management

By default, Red Hat OpenShift uses a self-signed Secure Sockets Layer (SSL) certificate. This 
certificate is not trusted by end-user devices or Web browsers.

As a best practice, replace self-signed certificates with certificates that are signed by a third-
party or enterprise Certificate Authority (CA).

Decision ID Design Decision Design Justification Design Implications

SDDC-RHOSWLD-VI-
OCP-026

Implement a CA-signed 
default ingress certificate.

Configuring a CA-signed 
certificate ensures that all 
communication to both the 
web UI and CLI are secure.

Replacing the default 
certificates with trusted CA- 
signed certificates from a 
certificate authority might 
increase the deployment 
preparation time as 
certificates requests are 
generated and delivered.

SDDC-RHOSWLD-VI-
OCP-027

Implement a CA-signed API 
server certificates

Configuring a CA-signed 
certificate ensures that all 
communication to API is 
secure.

Replacing the default 
certificates with trusted CA- 
signed certificates from a 
certificate authority might 
increase the deployment 
preparation time as 
certificates requests are 
generated and delivered.
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